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Abstract
We present a new approach to updateable, object-oriented, virtual (non-materialized) database views. It is based on the stack-based approach (SBA) to object-oriented query languages, which assumes the description of semantics in the form of abstract implementation of query/programming language constructs. The semantics is expressed in terms of naming, scoping and binding. It involves an environmental stack – a basic mechanism of majority of programming languages. Novelty of our approach is that a view definer has the possibility to introduce into a view definition any information about intents of view updates. The information has the form of procedures, which dynamically overload generic view updating operation. This feature opens possibilities, which have not been even considered yet in other approaches. The approach is relevant not only to any kind of object-oriented and object-relational database management systems, but can also be used to constructing intelligent wrappers and mediators for federated databases, for Web and/or XML applications, and for applications based on an agent-oriented ontology infrastructure. In the report we present detailed description of our approach including all necessary information on the syntax, semantics, implementation and pragmatics of corresponding language constructs. We also present examples demonstrating the power of our approach. 
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Streszczenie

Praca prezentuje nowe podejście do aktualizowalnych, obiektowych i wirtualnych (niematerializowanych) perspektyw baz danych. Podejście jest oparte na podejsciu stosowym do obiektowych języków zapytań (SBA), które zakłada opis semantyki w postaci abstrakcyjnej implementacji konstrukcji języka zapytań/programowania. Semantyka jest wyrażona w terminach nazywania, ograniczania zakresu nazw oraz wiązania. Wykorzystuje stos środowiskowy – podstawowy mechanizm większości języków programowania. Nowość naszego podejścia polega na tym, że osoba definiująca perspektywę ma możliwości wprowadzenia do definicji perspektywy dowolnej informacji o intencji aktualizacji perspektywy. Ta informacja ma postać procedur, które dynamicznie przeciążają generyczne operacje aktualizujące perspektywę. To podejście otwiera możliwości, które nie były dotąd nawet rozważane w innych podejściach. Jest ono nie tylko relewantne do dowolnych obiektowych lub obiektowo-relacyjnych systemów zarzadzania bazą danych, ale może być także zastosowane do konstrukcji inteligentnych osłon i mediatorów dla federacyjnych baz danych, aplikacji webowych i/lub opartych na XML, oraz dla zastosowań agentowych opartych na infrastrukturze ontologii. W raporcie przedstawiamy szczegółowy opis naszego podejścia zawierający wszystkie potrzebne informacje dotyczące składni, semantyki, implementacji i pragmatyki odpowiednich konstrucji językowych. Prezentujemy przykłady ilustrujące możliwości tego podejścia.
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1 Introduction
A database view is a virtual
 image of data stored in a database. View definitions are properties of a database query language. In a typical case (SQL), a view is defined through a query and can be invoked in queries. Other access to virtual data (for instance, directly from a programming language) is impossible. View definitions are first-class entities stored in a database, thus they are independent of applications acting on the database. They are bound dynamically to the programs and they can be inserted to a database, altered, and removed from the database at run time. The user formulating a query need not distinguish between stored and virtual data: he/she should apply to both the same data model and query syntax. This feature is referred to as transparency of views. Transparency is the main requirement to the view mechanism, as it removes any conceptual and syntactic overhead that the user must deal with during database querying. Convenient view definitions in a high-level user-friendly query language as well as the transparency of views create the following qualities that are frequently underlined in the database literature: 

· Customization, conceptualization, encapsulation. A user (programmer) receives only data that are relevant to his/her interests and in a form that is suitable for his/her activity. This facilitates users’ productivity and supports software quality through decreasing probability of errors. Views present the external layer in the three-layered architecture (commonly referred to as the ANSI/SPARC architecture).

· Security, privacy, autonomy. Views give the possibility to restrict user access to relevant parts of database. 

· Interoperability, heterogeneity, schema integration, legacy applications. Views enable the integration of distributed/heterogeneous databases, allowing understanding and processing alien, legacy or remote databases according to a common, unified schema. 

· Data independence, schema evolution. Views enable the users to change physical and logical database organization and schema without affecting already written applications. 

Still, views present a hard problem. The mentioned above qualities are actually hard to satisfy goals; they are not achieved yet and present challenging tasks for research and development. In our opinion, the current literature and trends concerning virtual object-oriented views is in infancy. The proposals are limited and incompatible, thus it is not easy to compare them and to assess their technical potential [Mots94]. There is no widely known practical implementation. In the following we give a short overview of the state-of-the-art, present some remarks concerning current tendencies and introduce into our approach and problems that we have solved.

1.1 Updateable Views State-of-the-Art – an Overview

Computer networks and distributed applications, including Internet, cause special attention to the view concept. Nowadays, concepts similar to views are considered in various contexts. For instance, agent technologies assume virtual mapping of resources stored at remote sites to some unified business ontology. A similar idea concerns the CORBA technology [OMG02] and XML-based Web services such as SOAP [SOAP01]. In these contexts the term “view” is usually not used: instead, the Web and related technologies literature uses the terms “wrappers”, “adaptors” and “mediators” [Wied92]. The main difference is that usually these notions are not related to databases and query languages: they are designed and written in universal programming languages. Sometimes they employ advanced methods (for instance, coming from AI) and are carefully tuned to particular kinds of applications. Nevertheless, conceptually the idea of wrappers, adaptors and mediators is very similar to the idea of views, if one considers only their feature of transparent mapping of data resources into another “virtual” shape. 

Views are the subject of research in the context of XML technologies [XML00, Abit00] and XML-oriented query languages [XQuery02, CCD+99, AQM+97]. Views are also proposed for object-oriented and object-relational databases [ABS97, BaKe93, Bell97, Bert92, GeZi94, GPZ88, HeZd90, KiKe95, LaSc91, LeSu00, Rund96, SLT91, SST92, ZGHW95, SAD94]. There are many theoretical proposals, for instance [AbBo91, Daya90, GBCG97, LDB97], and some implemented prototypes: MultiView [KuRu96], views in O2 [SAD94, Souz95], ActiveViews [AAC+99], and stored functional procedures in Loqis [Subi91, SMA90]. In the ODMG standard [ODMG00] views are equivalent to macro-definition (the statement “define” in OQL). Such an approach to views has its limitations, even in comparison to (rather limited) SQL views. Views are the main property of the SQL:1999 standard [SQL99] - the notion is discussed or mentioned on several hundreds pages of the document. 

In majority of cases the application of views is reduced to querying. The user is allowed to query virtual data similarly to stored data. Assuming a view definition consists of a single query (cf. SQL), processing of views invoked in queries presents usually a minor problem. The well-known query modification technique [Ston75] makes possible efficient processing virtual views without their costly materialization. The technique also makes possible to use all the query optimization methods that are designed for a given query language. Essentially, query modification is based on macro-substitution, where a view invocation occurring in a query is textually substituted by the query from the view definition. The resulting composite query is then optimized by various query rewriting techniques, including the technique for removing so-called “dead subqueries”, i.e. such parts of the resulting query that cannot influence the final result [PlSu01]. The query modification technique is a bit more complicated for SQL, mainly because of its irregularity and non-orthogonality. For the object-oriented query language SBQL implemented in Loqis [Subi91, SMA90] query modification can be pure macro-substitution [SuPl00]. 

In more general setting (implemented in SBQL) views are functional procedures, i.e. procedures that return some output. Invocations of functional procedures can be used in queries as usual. SBQL allows for recursive and parameterized views. Unlike SQL:1999, in SBQL recursion of views is an inherent property thus there is no special syntax distinguishing recursive and non-recursive views. SBQL view definitions need not be reduced to a single SBQL query. SBQL views may have own local object environment and the can utilize full algorithmic power of a programming language (defined on SBQL). SBQL views can also have side effects, i.e. they can also update stored objects outside the view definition. 

Recursive and parameterized views with full algorithmic power have at least the same conceptual possibilities as deductive rules considered in AI. In particular they allow one to implement the same tasks as Datalog [CGT89] in a very similar manner. There are essential advantages of recursive views over deductive rules. Recently SBQL, including recursive parameterized read-only views, has been implemented for an XML-based data environment.

Transparency of views requires also updating virtual data, which is indistinguishable to updating stored data. There are many database applications which cannot avoid updating of virtual data delivered by views. E.F.Codd formulated the problem of updateable relational views almost 30 years ago [Codd74]. Till now, however, the problem remains unsolved in general, even for relational databases. Thus the problem is considered by many researchers as extremely challenging. For object-oriented, object-relational, and XML-oriented databases the problem is in infancy. 

Updating virtual data (“existing” but in users’ imagination only) requires a mechanism of a mapping of updates addressing virtual data into updates addressing stored data. A consistency rule requires that after such updating of stored data the view user has full impression that he/she has correctly updated virtual data. The problem is difficult because a view is a many-to-one mapping between stored and virtual data. Hence, the inverse mapping, from virtual to stored data, can be undetermined. When the user needs to modify data through a view, in a general case there may be many ways of altering stored data which satisfy the user request. (Or, worse still, if there are some integrity constraints, there may be no way [Codd74]). 

Consider, for example, a department-employee database and a view containing average salaries for particular departments. The request “augment the average salary in the Software department by 100” can be accomplished in infinitely many ways, depending on the business intention of the update, which could be, e.g., the following: (1) all salaries in the Software department are augmented by 100; (2) each salary is increased proportionally to the previous value; (3) the database contains some preferences for particular employees, which should be used by the updating algorithm; and so on. Usually only one way satisfies the business intention; however, the system cannot decide automatically which to choose without additional information.

Let us analyze another example. Consider a view works_for(emp, mgr) containing names of employees associated with names of their managers. If the user wants to change the Doe’s manager from Brown to Smith, then he/she can write the following updating request (in SQL):

update works_for set mgr = ’Smith’ where emp = ’Doe’;

However, this update will change the Brown’s name to Smith rather than will move Doe to the Smith’s department. Apparently, the goal is reached (Doe indeed will work for Smith), but the business intention of this update is misshapen.

For the above reasons view updating is severely restricted, according to the following view updatability criteria [DaBe78]:

· No overupdating or underupdating of a view: no part of a view that is not explicitly specified in the updating request should be changed, and the user intention should be exactly mapped in the view.

· No extraneous updates of a database, that is, only data visible through a view should be updated.

· Existence of a unique view update translator.

Usually views implemented in relational databases satisfy these criteria. Updates of views are limited to vertical and/or horizontal restrictions of stored relations. Updates of views defined by joins or more complex queries are forbidden. Exceptionally, the DBMS Oracle makes it possible to update views defined by a join, but it must be equi-join, must be based on primary and secondary keys of two relations, and updates may concern only attributes coming from the relation that is on the side of the foreign key. These restrictions are a consequence of the second updatability criterion. The third criterion has resulted in the DBMS Oracle and in SQL:1999 in the check option. If the option is on, then updates changing any data outside the view are rejected. For example, if the view underpaid returns data of employees earning less than 1000, then rising salaries of some employees through the view may cause that they are no more underpaid, and hence should disappear from the view. This case could be disadvantageous for some applications, hence the check option forbids it.

Generally, the philosophy behind the view updating is that a view returns some references to stored data, where the term reference we understand very generally. For example, a reference could be a value of the primary key of some relation, tuple identifier (TID), a pair <TID, attribute name>, etc. Then, updating is possible through such references, but updates violating the updateability criteria are disallowed. There are various ideas and theories concerning methods of forbidding unwanted updates. For instance, in a series of papers [LLSV99, LLSV01, LeVo02] the concept of a complement of a view is proposed. View complement is defined together with the view, and view updating is allowed if its complement is not changed. Practical motivations for this concept are however not sufficiently clear. No implementation of this concept is known. Other theoretical ideas try to employ functional dependencies [CaAr79, DaBe82] or special enhancements to the relational algebra [Masu84]. Unfortunately all this research seems to be pure “theoretical art” with no chances of practical impact.

The above view updateability philosophy has been adopted for object-oriented databases, but even with more limitations. Typical theoretical concepts (and prototype implementations) subdivide queries and views into object preserving and object generating. Object preserving queries return stored database objects (more precisely, references to stored objects). Similarly, object preserving views (defined, as in SQL, by a single query) return references to stored objects, but can be equipped with other options, such as restricting access to some attributes, renaming attributes of virtual objects, and with a lot of secondary options, such as special “virtual classes”, security rules, etc. Such options (apparently useful) should not be properties of views. They unnecessarily complicate definitions reducing in this way their generality, orthogonality and optimization potential.

Object generating queries can compose virtual objects from several stored objects from the database and may define virtual attributes through computations on values from stored objects. The stereotypic view updateability rule for object views is very simple: only object preserving views are updateable. This is obviously a sufficient condition for all the mentioned updateability criteria. However, the rule is extremely restrictive, thus practical applications would be very restricted too. (As far as we know, except the prototype system Loqis and SBQL, there is no practical implementation of updateable object views.) Moreover, the rule implicitly assumes that the business ontology of virtual objects w.r.t. updates is the same as the ontology of original stored objects. There are examples showing that this is not always true. This implies that there is a need for further restrictions on the updateability of views.

Another concept of view updates in object-oriented databases assumes orthodox encapsulation, which claims no generic updating operations on objects (such as the update, insert and delete statements of SQL). This is just the idea of abstract data types. According to advocates of this idea, all operations on objects must be done by methods. Direct access to attributes is not allowed. Instead, each attribute A is associated with two methods getA() (returning the value of A) and setA( newValue ) (setting the value of A to newValue). Within this concept the view updating problem does not exists. After defining virtual objects it is enough to write all the methods serving their attributes, what obviously solves the problem of view updating. In this way one can obtain a miraculous, magic solution of a big problem through a simple trick with the definition of encapsulation.

Unfortunately, life hardly accepts miracles and magic (even supported by big authorities of object-orientedness and thousands of words), so we can suspect from the very beginning that the above idea could have severe conceptual flaws. Indeed, the idea of orthodox encapsulation is conceptually invalid. There are many arguments against the idea, in particular, it violates the relativity principle discussed below.  But one argument seems to be sufficient. Assume attribute A is multi-valued (it is a collection). Is it sufficient to have two methods getA and setA? Obviously, we must have more methods because e.g. it is necessary to get or set a single value from the collection. A typical approach in such cases assumes iterators, i.e. special methods such as getFirst, getNext, checkIfLast. There are serious conceptual problems with iterators; see [Bake93]
. For our considerations one fact is crucial: an iterator function such as getNext returns a reference (e.g. to a single value of a multi-valued attribute). Hence, the goal of the orthodox encapsulation is to avoid returning references to attributes, but iterators anyway return references to attributes (however, using different syntax). 

There are more such contradictions to orthodox encapsulation. Perhaps the most striking is inconsistency with query languages, which must assume direct generic binding to attributes. This has resulted in the database literature in a bit naive discussion whether object-orientedness is contradictory to query languages or not. In the famous article [Date98] Date has attacked encapsulation claiming the concept is ill. Date’s arguments are absolutely true, with one exception: they do not concern encapsulation but orthodox encapsulation. We warn that between encapsulation and orthodox encapsulation is the relationship as between a chair and an electric chair. Orthodox encapsulation is a speculative, unpractical idea. Assuming the concept of encapsulation as originally proposed by D. Parnas (any properties of modules, including objects, classes etc., can be public or private), which is implemented in Modula-2, C++, Java, ODMG standard and other object-oriented languages and systems
, there is no contradiction of encapsulation to query languages. Hence, we reject the concept of orthodox encapsulation as a basis for view updating.

1.2 Questioning Current Tendencies

[SuMi89] is perhaps the first paper which explicitly questioned the view updateability criteria as inadequate for a general case. Let us return to our previous example concerning the view returning names of employees associated with names of their managers. Assume the update semantics requires that after changing a manager’s name to X the corresponding employee is moved to the department managed by X. Is anything wrong with this example? The answer is: no – such a view is absolutely reasonable. But it is forbidden by two of the presented updateability criteria. Ergo: just the criteria are not reasonable and must be rejected. In fact, the inadequacy of these criteria stems from implicitly assumed too simplistic model of view updates. 
Together with the rejection of the updateability criteria we have to reject a lot of research results and stereotypes that have grown up during the relational era. In particular, we reject value-oriented theoretical notions such as the relational algebra, relational calculus and formal logic. These theories enormously stimulated the development of database technologies; however, they do not deal with updating. If we would like to incorporate the semantics of updates, we should adopt a formalism covering updating operations as a regular feature. Such formalisms exist in the field of programming languages. In particular, the stack-based approach [SBMS95] to query languages chosen as a formal basis in this paper (having roots in classical operational semantics of programming languages) satisfies all our requirements
. 

Because in our research we address object-oriented database problems, the question is if we can adopt existing theories in this respect such as object algebras [AlAr93, Clue89, ShZd90], object calculi [BNPS92, HeGo94], monoid comprehension calculus [BLS+94, FeMa95, GrSc96], F-logic [KiLa89, KLW95], etc. Not without good reason we do not follow these theories. In our opinion, object algebras manifest severe conceptual and mathematical flaws thus cannot be considered in our approach (for detailed discussion see [SuLe95]). Unfortunately, the same concerns algebras proposed for XML query languages [FHP02, FSW00]. Monoid comprehensions and F-logic offer too limited scope for our research. They seem hopeless to extent to a full programming language, in particular, they do not define updating operations (thus imply the previous question: how to deal with view updates if update operations are not expressible?). Again, only the stack-based approach seems to be an adequate theory.

We also question the so-called closure property and subdivision of object-oriented queries to object-preserving and object-generating. The closure property was a basic assumption of relational query languages, in particular, of the relational algebra. According to it, an input to a query consists of relation(s), and an output from a query is a relation too. Many authors consider the closure property a sine qua non condition for nesting queries and to build an efficient theory of query languages and views. The whole picture, however, is not so clear:

· Some queries, e.g. select avg(Salary) from Employee, return numbers rather than relations. Hence, the closure property should be extended to numbers (and perhaps other atomic types).

· A stored relation can be updated, unlike a query output. Hence, there is some fundamental semantic difference between input and output relations.

· A stored relation must be named, while a relation produced by a query is unnamed.

· Attributes of stored relations must be named, while attributes of relations produced by queries need not (or attribute names are derived in some contrived way).

· A stored relation has no duplicate tuples, while an output of an SQL query can contain them.

· A stored relation is unordered, while the output from SQL queries can be ordered.

These differences cause that the closure property is questionable even for SQL. In object query languages the closure property leads to new doubts. By analogy to the relational model we would like to assume that the input of queries is a set of collections of objects, and the output is a collection of objects. Such an assumption ignores the fact that some queries return a collection of numbers (of literals, in the ODMG terms) rather than a collection of objects. The presented above naming issues (e.g. names of objects returned by queries) lead to difficulties too.

Moreover, there is a problem concerning identifiers of objects returned by queries. If one assigns unique identifiers to such objects, then queries will become non-deterministic functions: each query execution (acting on the same collections of objects) will return a different result. To cope with this anomaly, [AHV95] proposed to introduce an equivalence of query results modulo identifiers assigned to output objects. This solution seems to be not adequate: it introduces to the formal model additional complexity only for some ideological rather than technical reasons, and still, does not solve all the problems that we have pointed out above.

Several authors propose (as a natural consequence of the closure property) to subdivide queries to “object preserving” and “object generating”. The question arises whether designers of query languages have to provide special syntax for distinguish these cases; at least, OQL and SBQL do not provide it. We also note that in OQL the closure property has resulted in a very dangerous construct; namely, OQL queries can create new objects [Clue98], i.e. they can update a database state. 

We have concluded that for object-oriented languages such a formulation of the closure property is conceptually totally inadequate. We formulate the closure property in another, more consistent way. SBQL queries return results that are structures built upon references, atomic values and names. Binding any name occurring in a query returns references, thus in fact all query operators act on object references rather than on objects. Hence atomic structures that can be returned by queries are references (identifiers) and atomic values. Application of query operators, including a naming operator as, makes possible to build arbitrary complex structure from such atomic structures as the result of a query in a uniform way. In our setting the closure property concerns just such structures. In this way we avoid conceptual and formal problems with semantics of query languages; in particular, we need not to subdivide queries into “object preserving” and “object generating”. The model follows the operational semantics of programming languages’ expressions, which is already well understood. In this report we will show that such a model can be adopted for object views. 

Potentially, our proposal could be based on the ODMG standard [ODMG00], providing OQL will be extended to a programming language, as proposed in [Subi97]. Unfortunately the standard is not sufficiently semantically precise to satisfy our goals. In our opinion, in the current version it is non-implementable and requires significant changes of its very basic assumption (including e.g. the concept of literal, which should be removed and replaced by consistent notions). Some critics of the standard is presented in [Alag97, Subi97].

1.3 Our Idea of Updateable Views

The major change of the philosophy of database views concerns explicit expressing by the user his view updating intention as an inherent part of a view definition. So far such a feature has not been considered for any kind of views, including relational, object-oriented and XML-oriented ones. Perhaps the only solution in this spirit is the “instead of” trigger implemented in Oracle and SQL Server 2000, but this solution requires a lot of investigations to discover its advantages and limits. In this paper (and a prototype implementation) we propose a more general (albeit simple) solution. 

Unlike majority of approaches, we do not assume that the translation of view updates will be done automatically by some side effects of the definition (e.g. through references to stored data returned by a query defining view, as e.g. in SQL views). We forbid any side effects of this kind. Our previous example with the view containing names of employees and names of their managers shows that view may completely change the business semantics of an update. In stored objects updating of a manager name means assigning to it a new string. When the same name is returned in the view (perhaps, by a reference to a stored name) then business semantics is different: the user expects that a corresponding employee will be moved to another department. We can present more examples showing that stored objects seen through a view change their business ontology in such a way that direct updating operations through object references are invalid.

Our idea is simple and straightforward: if a view definer wants to assume that some part of a view has to be updated, then he/she must state it explicitly within the view definition. In technical terms, he/she has to write a procedure as a part of the view definition, which will overload a generic update operation. Then, when the view is updated by some operation U, the system recognizes that the update concerns a virtual object, and in this case instead of U it calls a corresponding procedure from the view definition. This idea was originally described in [SuMi89]. 

Although the idea appears simple (especially for people familiar with the semantics and construction of programming languages), there is a lot of technical and conceptual problems. This report presents solutions of them, up to implementation details. Major problems that we have solved are the following:

· To write procedures which overload updates a view definer should be able to use a programming language that is fully integrated with a query language. This problem has been already solved in the Loqis project [Subi91, SMA90].

· The system should be able to distinguish between stored and virtual objects updates. Normally (in relational languages) a view returns data as it does a regular query, hence information that the data is coming from the view is lost. This problem we have solved by the concept of virtual identifiers.

· A view should be transparent for a user, i.e. he or she should feel no difference in manipulating stored and virtual objects.

· Our query language must be general and powerful enough to cover relational data structures, XML data structures and arbitrarily complex object-oriented structures. This problem has been solved during design of the query language SBQL and its theory – the stack-based approach. Our query and view mechanism has the full computational power (including recursion).

· Our view mechanism must be general and powerful enough to cover complex mappings of heterogeneous business ontologies. Some needs for complex mappings are discussed in [Subi00]. In particular, it should be possible to map relational data structures into virtual XML or object-oriented structures, and vice versa.

· A view definition language and options must be simple, natural and understandable for the view definer. After short learning he/she should effectively use this tool for all the required purposes. This was just the biggest pragmatic problem in this research.

· Queries involving views must be optimizable. This problem is neglected perhaps by all other proponents of object-oriented views. No optimization of queries involving views will result in severe limitations on the size of databases; thus undermines even the best ideas. Our views are optimizable through the query modification technique.

To accomplish the above goals we have to re-develop many issues that for years have been considered in the database and programming languages domains. During this work we have preserved the following general principles: 

The semantic relativity principle

It means that objects consist (recursively) from objects, up to lowest level objects, which contain atomic values. No concepts such as attributes, tuples, etc. are necessary. The number of object hierarchy levels is unlimited. Each level of the hierarchy is served by the same query and manipulation constructs. The principle much simplifies the syntax of corresponding query languages, minimizes specification of semantics, and incredibly reduces the size of user manuals. It also gives a basis for query optimization with big potential. When applied to virtual views, the principle means that virtual objects consist of virtual objects, and correspondingly, view definitions consist of view definitions (recursively). Obviously, the principle is not supported by the relational model and its query languages. It is also not sufficiently supported in current object-oriented theoretical concepts and languages (such as ODMG OQL). SBQL is the first language, which fully and consistently supports this principle.

The orthogonality principle

The principle means free composition of arbitrarily complex queries from simpler ones. Every combination of queries is allowed, providing it makes a sense for the user and does not violate typing constraints. The depth of nesting queries is unlimited. The principle concerns syntax as well as semantics. Unlike SQL, OQL, and other popular query languages our atomic queries are single literals (such as 2000, “Doe”, true) and single names (such as Employee, Department, Salary). Complex queries are composed from others by unary or binary operators, parentheses and calls of functions, methods or views. The principle implies abandoning the famous (but non-orthogonal) select…from…where… syntax. The principle much simplifies the syntax and semantic of a defined query language (as well as reduces the size of user manuals). 

The full internal identification principle

Each database or programming entity that can be independently retrieved, updated, deleted, protected, indexed, etc. must have an unique internal identifier within the given address space. The principle concerns objects, sub-objects, methods, procedures, views, etc. It allows having a unique reference to any database or programming entity, what is absolutely necessary to build semantics of many functionalities, in particular, the semantics of updates. We do not determine how such unique identifiers should be constructed; for example, they could be disc addresses, RAM addresses, object identifiers, pairs <OID, attribute name>, etc. The principle is a key feature for our method of view updating. 

The orthogonal persistence principle

All query and manipulation features (including typing, classes, syntax, semantics, etc.) are the same for persistent and volatile data [AtMo95]. There is no need to distinguish types or classes for persistent and volatile objects. The principle is not supported by commercial database systems. It is also not the property of the ODMG and SQL:99 standards. The principle ensures much bigger power of a query language while reducing the specification size. In particular, in this paper local objects that are necessary for defining view updating procedures will be treated in exactly the same way as persistent objects.

The naming, scoping and binding principle

This principle is fundamental for well defined programming languages. It means that each name occurring in a query or a program is (statically or dynamically) bound to run-time database or program entities according to the actual scope for the name. Binding means substitution of names occurring in a query/program by references to proper run time entities. Scopes are organized within the stack, commonly referred to as environmental stack or call stack. This principle is fundamental for the stack-based approach (SBA) to object-oriented query languages, used in design and implementation of SBQL (Stack-Based Query Language). SBA offers incomparably higher potential for the development of query languages than all other formal approaches proposed so far in the database domain.

The rest of the report is structured as follows: in Section 2 we formalize data structures, introduce concept of environmental stack, and present SBQL – a formalized OQL-like query language. Section 3 describes functional procedures in SBQL, which so far were treated as views by database community. Section 4 presents our approach to updateable views, which are more sophisticated that functional procedures. Section 5 includes examples proving power of our method, its possible applications and methods of optimization. Section 6 concludes. 

2 Overview of the Stack-Based Approach (SBA)

The Stack-Based Approach (SBA) along with its query language SBQL (Stack-Based Query Language) is the result of investigations into a uniform conceptual and semantic platform for integrated query and programming languages for object-oriented databases. SBA assumes that query languages are a special case of programming languages. The approach is abstract and universal, which makes it relevant to a general object model. SBA makes it possible to precisely determine the semantics of query languages, their relationships with object-oriented concepts, with imperative programming constructs, and with programming abstractions, including procedures, functional procedures, views, modules, etc. Its main features are the following:

· SBA assumes the naming-scoping-binding principle, which means that each name occurring in a query is bound to the appropriate run-time entity (an object, attribute, method parameter, etc) according to the scope of this name.

· One of its basic mechanisms is an environment stack (ES), which is responsible for scope control and for binding names. In contrast to classical stacks, it does not store objects, but some structures built upon object identifiers, names, and values. 

· SBA assumes the principles of semantic relativity, orthogonal persistence and full internal identification. 

· Results of functional procedures and methods belong to the same semantic category as results of queries. Therefore, functions and methods can be invoked in queries. Those results can be additionally augmented with names of virtual (sub-) objects, like in SQL.

· Types are a mechanism to determine whether objects are built in a proper way (i.e. in accordance with the database schema).

2.1 Objects, Classes, and an Abstract Object Store Model

In SBA each object has the following features:

· Internal identifier (OID); identifiers cannot be directly written in queries and are not printable.

· External name (invented by the programmer or database designer) that is used to access the object from a program.

· Content that can be a value, a link, or a set of objects.

Hence, the following three sets are used to define objects:

· I – the set of unique internal identifiers,

· N – the set of external data names,

· V – the set of atomic values, e.g. strings, pointers, blobs, etc. Atomic values include also codes of procedures, functions, methods, views, and other procedural entities. 

Formally, objects are modeled as triples defined below, where i, i1, i2  I, n  N, and v  V:

· Atomic objects as <i, n, v>.

· Link objects as <i1, n, i2>.

· Complex objects as <i, n, S>, where S denotes a set of objects.

This definition is recursive and makes it possible to create complex objects with an arbitrary number of hierarchy levels. Relationships (e.g. associations) are modeled through link objects. In order to model collections, SBA does not assume the uniqueness of external names at any level of data hierarchy. The unification of records, tuples, arrays, and all bulk structures is assumed; SBA abstracts from their differences. All names (of objects, attributes, relationships, etc) are of the first-class citizenship.
In SBA classes are used as prototypes, which means that they are objects (i.e. they have the features of objects introduced above), but their task is different. A class object stores invariants (e.g. methods) of the objects that are instances of that class. In a more advanced version (implemented in Loqis) SBA introduces a special relationship – instantiation – between a class and its instances. Moreover, it assumes the inheritance relationship between classes; this relationship makes it possible to apply the substitutability principle.
In SBA, objects populate an object store, which is formed of:

· The structure of objects, subobjects, etc as defined above.

· OIDs of root objects (they are accessible from the outside, that is, they are starting points for querying); SBA assumes that objects modeling classes cannot be accessed directly by the programmer.

· Constraints (e.g. the uniqueness of OIDs, referential integrities, etc).

The term “object” is associated exclusively with elements of the object store. In the model there are no other objects. Queries in this approach never return objects, but some structures containing object identifiers, values and names. In consequence, the closure property is understood not as a closure over objects, but as a closure over such structures (for details see [SuPl01]).

2.2 Example Database

To present an example SBA object store we assume the class diagram in Fig.1. The schema defines five classes (i.e. five collections of objects): Internship, Student, Emp, Person, and Dept. The classes Internship, Student, Emp and Dept model students making internships, which are supervised by employees of departments organizing these internships. Person is the superclass of the classes Student and Emp. An Emp objects can contain multiple complex prev_job subobjects (previous jobs). Names of classes (as well as names of attributes and links) are followed by cardinality numbers, unless the cardinality is 1. Student has one class property: the avgGrade method (average grade). All object attributes and class properties are public.


[image: image2]
Fig.1. The class diagram of the example database
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Fig.2. The object store

Fig.2 presents an SBA object store for the diagram from Fig.1, and Fig.3 presents that store as a graph. The store is organized in the following way:

· For each class in the class diagram the store contains one object modeling that class (i.e. storing its invariants; its name is the name of the class from the diagram augmented with the “Class” prefix) and (possibly) several objects modeling its instances with attributes modeled as their subobjects (an object’s name is the name of its class). The number of those instance objects is determined by the cardinality of the class. Moreover, the store contains instances of the instantiation relationship modeled as pairs <io, ic>, where ic is the identifier of the object modeling a class and io is the identifier of its instance. In Fig.2 such relationships are designated by the INST set, and in Fig.3 as thick black arrows. 
· For each inheritance relationship in the class diagram between classes Class1 and Class2 (where Class1 is a subclass of Class2), the object store contains one pair <ic, isc>, where ic is the identifier of the object modeling the Class1 class, and isc is the identifier of the object modeling the Class2 class (in Fig.2 such pairs are designated by the INHER set, and in Fig.3 by thick gray arrows).
· Associations in the class diagram are unidirectional. For each association the store contains a set of link subobjects (in Fig.3 they are designated by dotted black arrows). The cardinality of the relationship determines the number of such subobjects.
· A special set (called ROOT) contains the identifiers of root objects. In Fig.2 and Fig.3 the identifiers of root (Person, Student, Emp, Internship, and Dept) objects are printed in bold.
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Fig.3. The object store as a graph

2.3 The Environmental Stack (ES)
An environmental stack is one of the most basic auxiliary data structures in programming languages. It accomplishes the abstraction principle, which allows the programmer to consider the currently being written piece of code to be independent of the context of its possible uses. The stack makes it possible to associate parameters and local variables to a particular procedure (function, method, etc) invocation. Thus, safe nested calls of procedures from other procedures are possible, including recursive calls. The stack is also used to accomplish e.g. encapsulation, inheritance, and overriding.
In SBA the stack has a new function: processing queries acting on the object store. Hence, there are some modifications to the construction of the SBA ES in comparison with programming languages. The main difference is that while programming languages usually assume that objects live on the stack (i.e. they are allocated dynamically in proper stack sections), in SBA the object store and the stack are separate data structures; the stack contains only references to objects. The main reason for this assumption is the fact that the same object can be referred to from different stack sections. 

The stack consists of sections that are sets of binders. A binder is an SBA concept used to cope with various naming issues that occur in object models and their query languages. Formally, a binder is a pair (n, x), where n is an external name (n  N), and x is a reference to an object (x  I); such a pair is written as n(x). We refer to n as the name of that binder, and to x as its value. The concept of a binder can be generalized; in particular, x can be an atomic value or a complex structure. Moreover, if a binder models a procedural entity, then its value is the address of that subprogram.

2.4 Binding

The mechanism, which makes it possible to determine the meaning of a name is called binding. Binding follows the “search from the top” rule: to bind a name n the binding mechanism is looking for the ES section (closest to the top of the stack) containing a binder n(x) storing some value x; the result of the binding is x. To cover bulk data structures of the store model, SBA assumes that binding can be multi-valued, that is, if the relevant section contains several binders whose names are n: n(x1), n(x2), n(x3),..., then all of them contribute to the result of the binding. In such a case the binding of n returns the collection {x1, x2, x3, ...}.
Some modification to the binding rules is necessary to take into account inheritance and the substitutability principle. The principle means that while binding the name of some class, the names of its subclasses are also bound. In particular, if c1 is the name of an object from the extension of some c1 class, c1 has a subclass c2, and ES contains a binder c2(x) storing some value x, then the binding of c1 is successful and returns x. For example, if we want to bind the name Person, and ES contains the binder Emp(i10), then the result of the binding is i10. This rule is generalized for multi-valued bindings too. (Typing constraints disallow the use of properties specific for Emp when binding concerns Person.)
In SBA at the beginning of a user session ES consists of a single section containing binders for all root database objects. During query evaluation the stack is growing and shrinking according to query nesting. Assuming there are no side effects in queries (that is, no calls of updating methods), the final ES state is exactly the same as the initial one. Fig.4 presents this idea for the evaluation of the SBQL query “Emp where p“ for the object store from Fig.2:
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Fig.4. The beginning and final states of ES

In a general case complex query/programs may create much more complex states of ES. In particular, ES can store class properties and subprograms’ local environments; see Fig.5.
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Fig.5. A more complex state of ES

The presented state concerns the binding of the name p occurring in the where clause of the query which is invoked in the body of some m1 method called by some m2 method (suppose that the m1 method is defined in the Emp class). The name p can be the name of a Emp object attribute, the name of a method from the Emp class, the name of a method from the Person class, the name of a root database object, the name of a view, etc. The system is trying to bind p to the proper entity of the environment following the order presented by the arrows. SBA assumes lexical scoping; for instance, the environments of the m2 method and of its potential caller (and of its potential caller, and so on; these environments are designated by the black sections in Fig.5) are invisible within the body of m1. 
In this case at the beginning of a user session ES has more than one section: it has sections containing binders to the global properties of the current session, root database objects, views, global procedures, variables, etc. These sections are called the base sections.

2.5 Stack-Based Query Language (SBQL)
In the following we present the general idea of SBQL, which is in details described in [Subi85, Subi87, SBM+95, SKL95, Plod00]. The language is implemented in the Loqis system [SMA90, Subi91].

2.5.1 SBQL Syntax

SBQL is based on an abstract syntax and the principle of compositionality: it avoids syntactic sugar and syntactically separates as far as possible query operators. The syntax of SBQL is as follows:

· A single name or a single literal is an (atomic) query. For instance, Student, name, year, x, y, “Smith”, 2, 2500, etc, are queries.

· If q is a query, and  is a unary operator (e.g. sum, count, distinct, sin, sqrt), then (q) is a query.

· If q1 and q2 are queries, and  is a binary operator (e.g. where, dot, join, +, =, and), then q1  q2 is a query.

With the exception of typing constraints SBQL assumes the orthogonality of operators. For instance, Emp, name, age, and “White” are atomic queries that can be used to construct complex queries, e.g. “retrieve the age of employees whose name is White” (when formulating queries in the natural language and talking about objects, the phrase “… identifier(s) of …” is usually omitted if it does not cause any misunderstanding):

(Emp where (name = “White”)).age
The query has the following equivalent in SQL:

select age 

from Emp
where name = “White”
and in OQL:

select p.age
from Emp as p
where p.name = “White”

In contrast to SQL and OQL, SBQL queries have the following useful property: they can be easily decomposed into subqueries, down to atomic ones, connected by unary or binary operators. In particular, name and age are queries of their own rights. This is due to the fact that all queries in SBQL are evaluated relatively to the current state of ES. Assuming the stack presented in Fig.5, these queries can be evaluated according to the normal rules.

2.5.2 Results of SBQL Queries

Similarly to objects, a value can be atomic or complex. An essential difference with ODMG literals is that we assume that a reference to an object (to an attribute) is also a value, which can be returned by a query. All values which can be returned by a query we will call q_value. Q_values are defined recursively:

· Each atomic value (e.g.  3, "Smith", TRUE, etc.) is a q_value.

· Each reference to an object (of any kind, e.g. i11, i12, i16, i18, etc.) is a q_value.

· If v is a q_value and n is any name, then n(v) is a q_value. Such q_value will be called a binder.

· If v1, v2, v3, ... are q_values and struct is a structure constructor, then struct{ v1, v2, v3, ...} is a q_value. In general, the order of elements in the structure is essential. This constraint can be relaxed providing all vi are binders. This construct generalizes a tuple known from relational systems.

· If v1, v2, v3, ... are q_values, and bag, sequence, ... are collection constructors, then         bag{ v1, v2, v3, ... }, sequence { v1, v2, v3, ... }, ... are q_values. 

· There is no other q_values.

Note that in this setting struct, bag, sequence, etc. are not type constructors, but data structure constructors. Several examples of q_values are presented below:

Atomic: 

25, "Smith", i11, i18
Complex: 

struct{i1, i56}

sequence{ i1, i6, i11}

bag{ struct{i1, i56}, struct{i6, i72}, struct{i11, i72}}

bag{struct{n("Brown"), salary(2500), d(i56)}}

bag{struct{ Dept(i56), 

        employs( bag{ 

struct{ n("Smith"), s(i9) },

struct{ n("Jones"), s(i14) }})}

As seen, q_values can be arbitrarily nested and complex. Note that we can assign to them arbitrary names (not only names determined by a schema). In the following we assume that a structure containing a single element v, i.e. struct{v}, is equivalent to v. In an XML-like setting we can also assume that for a single element v, sequence{v} and bag{v} are also equivalent to v. Such features imply a bit different approach to strong typing.

2.5.3 SBQL Semantics

Another stack in SBA is an auxiliary stack QRES (Query RESults) for storing temporary and final results of (sub)queries. Its elements are q_values, as defined in the previous subsection. At the beginning of query evaluation the stack is empty. 

Generally, the SBQL semantics is as follows:

· For the query l, where l is a literal denoting an atomic value v  V, a 11 table {<v>} is pushed onto the top of QRES. For instance, the query “2” pushes a 11 table containing the value 2.
· For the query n, where n  N, ES is inspected going from top to bottom, and the result of binding n is pushed onto the top of QRES as a bag of the values of all the binders named n occurring in the first section containing one or more such binders. For instance (cf. Fig.2), the query Student pushes onto QRES bag{i47, i56}. 
· A slightly different case is when n is the name of a subprogram (function, procedure, method, etc.). In such a case n is evaluated as follows: 

· First, n is bound on ES in the standard way as described above, and the procedure is invoked. A new section storing its parameters, local environment, and return address is pushed onto ES.

· Next, its body is executed. If it is a function, then it returns its result table just like any (sub)query by pushing it onto QRES.

· Finally, it is terminated, and the ES section implied by the procedure is popped.

· Queries (and their results) are combined by operators, which in SBA are subdivided into algebraic and non-algebraic. The main difference between algebraic and non-algebraic operators is whether they modify the state of ES during evaluation or not.

2.5.4 Algebraic Operators
An operator is algebraic if it does not modify the state of ES. Algebraic operators include string comparisons, Boolean and numerical operators, aggregate functions, set, bag and sequence operators and comparisons, the Cartesian product, etc. The definition of an algebraic operator is as follows. Let q1  q2 be a query that consists of two subqueries connected by a symbol  denoting a binary algebraic operator . First, q1 is evaluated and the result table is pushed onto QRES; then the same is done with q2, and  is performed with the two QRES top tables as its arguments. Finally, those two tables from QRES are removed and the final result is pushed onto it. (Similarly for a unary operator.)
A definition of an auxiliary name is an unary algebraic operator too. The syntax is q as n, where q is any query (possibly returning a complex result) and n is a name. The operator assigns n to each value of the bag or sequence returned by q. For example, if some query q returns 
bag{”Russell”, ”Jones”, ”Black”}

then q as N returns the bag of binders 

bag{ N(“Russell”), N(“Jones”), N(“Black”)}. 

Together with scoping and binding rules this operator becomes a surprisingly powerful facility, covering all cases of auxiliary naming, including iterator variables, variables bound by quantifiers, structure field labels, renaming attributes in virtual objects, etc.

Another naming operator is group as which names the entire result of a query. The operator is the result of our attempt to generalize and to make orthogonal the group by clause of SQL. The syntax is q group as n, and the semantics is as follows: if q returns a q_value t, then q group as n returns a single binder n(t). For instance, for the above query the result of q group as N is 
N( bag{”Russell”, ”Jones”, ”Black”} ).
Dereferencing is an algebraic operator as well. It is called implicitly by some operators. We usually assume that only identifiers of objects storing atomic values can be dereferenced (but for views defined in the next section this assumption will be relaxed). For example, in the subquery “rating > 4.0” the subquery rating returns an identifier, say i7. The comparison operator > calls dereferencing, which replaces this identifier with the value 7.9.

2.5.5 Non-Algebraic Operators
Evaluation of queries with non-algebraic operators requires further notions. If the query q1  q2 involves a non-algebraic operator , then q2 is evaluated in the context determined by q1; thus the order of evaluation of sub-queries q1 and q2 is significant. This is the reason for which these operators are called “non-algebraic”: they do not follow the basic property of algebraic expressions, which require independent evaluation of q1 and q2. 

The query q1 q2 is evaluated as follows. For each element r of the q_value returned by q1, the subquery q2 is evaluated. Before each such evaluation ES is augmented with a new scope (that can be formed of several sections, cf. Fig.4 and Fig.5) determined by r. After the evaluation the stack is popped to the previous state. A partial result of the evaluation is a combination of r and the q_value returned by q2 for that row; the kind of combination depends on . Next, these partial results are merged into the final result. 
Function nested
New stack section(s) pushed onto ES are constructed by a special function nested acting on elements r returned by q1. The function is additionally parameterized by a state of an object store and returns a set of binders. It is defined as follows:
· If r is an identifier of a complex object, then nested returns binders referring to subobjects of of this object. For example, if the object store contains the object

               <i23, Dept, {<i24, dname, ”Database”>, <i25, loc, ”Elms St. 21”>, <i26, #D, 34> }>
then nested(i23) = { dname(i24), loc(i25), #D(i26) }.

This result forms the new section pushed on ES. Note that if r is an identifier of an object being a member of a class and its superclasses, then additional sections are pushed on ES, as shown in Fig.4. Assuming the class for r and its superclasses are identified by ic1, ic2, ic3,..., ES is augmented (starting from the top) by nested(r), nested(ic1), nested(ic2), nested(ic3), ... Fig.5 shows that this situation is a bit more complex if properties of objects and classes are subdivided into public and private.
· If r is a binder, then nested(r) = {r} (i.e., the result contains this single binder). 
· If r is an identifier of a link object, then nested returns a set containing a single binder referring to an object pointed out by r. For example, if the object store contains objects    <i28, employs, i10> and <i10, Emp, {...} >, then nested(i28) = { Emp(i10) }.
· For structures, nested( struct{ v1, v2, v3, ...} ) = nested(v1) ( nested(v2) ( nested(v3) ( ...
· For any other cases nested returns an empty set.
The presented notions form a uniform basis for the definition of several non-algebraic operators of OQL-like languages:

· Selection: q1 where q2, where q1 is any query and q2 is a Boolean-valued query. If q2 returns TRUE for a particular row r returned by q1, then r is merged into the final result table; otherwise it is skipped.

· Navigation, projection, path expression: q1.q2. The final result table is the union of tables returned by q2 for each row r returned by q1. This construct covers generalized path expressions, e.g., q1.q2.q3.q4 is understood as ((q1.q2).q3).q4.

· Dependent join: q1 joinq2. A partial result for a particular r returned by q1 is a table obtained by concatenation of the row r with each row returned by q2 for this r. The final result is the union of the partial results.

· Quantifiers: (q1(q2) and (q1(q2), where q1 is any query, and q2 is a Boolean-valued query. For (the final result is FALSE, if q2 returns FALSE for at least one row r returned by q1; otherwise the final result is TRUE. For ( a dual definition is applied.

2.5.6 SBQL examples

Below we present a few example SBQL queries involving the above operators:

“Get students who are older than thirty”

Student where age > 30

“Get internships which last longer than the avarege duration of internships concerning views”

Internship where duration > avg((Internship where subject = “views”).duration)

“Get students whose average grade is greater or equal to the highest average grade for the students who won internship in the Department of Computer Sciences”

Student where avgGrade >= max((Dept where dname = “Computer Sciences”). employs.Emp.supervises.Internship.made_by.Student.avgGrade) 

“Get internships supervised by employees older than the oldest student. Name the retrieved internships with the auxiliary name i”

(Internship as i) where ((Student as s) ( (s.age < i.supervised_by. Emp. age))

3 Functions in SBQL

Assuming the classical approaches (relational and object-oriented) database views are essentially first-class (stored in a database) functional procedures (functions, for short
). This is a direct generalization of SQL views. Functions may return a collection. Stored functions, as presented in this chapter, are implemented in Loqis and for XML-based data environments. 

In Loqis such a function can be defined as follows (in the following we omit typing):

function RichEmp {

 return Emp where salary > 2000 };

Such a function can be called in queries:

Get names of rich designers:
(RichEmp where job = “designer”).name
The query is executed as follows. The name RichEmp is bound, as usual, to the proper function stored in the database. Then the function is invoked. A new section storing parameters and a local environment of this function is pushed onto the environmental stack (ES). In this case the function has no parameters and its local environment is empty, thus this section will contain only a return address. Then, the body of this function is executed. It consists of a single query referring to the database. The query is evaluated as usual, and (cf. Fig.2) will return the table {<i1>,<i10>}, containing references to Smith and White objects. This table with no changes is returned as the output from the function. Then the function is terminated, and the ES section implied by the function invocation is popped.

Next, the result returned by RichEmp is processed by the where operator having on the right side the predicate job = “designer”. According to previously defined semantics, it returns {<i1>}. The table is processed by the dot operator, which has on its right side the query name. The evaluation will return {<i2>}.

The function named RichEmp simulates imaginary objects named RichEmp. Assuming the function will be introduced to the database (on its top level), from the position of the view definer the situation is as presented in Fig.6a. The user perceives the database content as presented in Fig.6b. 
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Fig.6. Two points of view on the database content

The imaginary RichEmp objects adopt the semantics of Emp objects. They are automatically connected to the class Emp (and its superclass). The user can arbitrarily use attributes, methods and links defined for Emp objects. For example, the user can write the following queries:

Get names of managers of all rich employees below 30:

(RichEmp where age < 30) . works_in . Dept .boss .Emp .name

Is it true that all rich employees are over 50 and work in a department located in Rome?

(RichEmp as r (r.age > 50 and “Rome” ( r.works_in.Dept.loc)

3.1 Functions Defined by Complex Algorithms

The stack-based semantics makes no restriction in calling functions from inside of functions, i.e. to define a view through other views. Loqis makes it possible to define arbitrary stored procedures or functions, including procedures/functions with parameters (being arbitrary queries), with local objects, recursive, with side effects, and higher-order (procedures/functions with parameters being procedures/functions). For example, the underpaid function has a parameter JobPar and a local variable a:

function underpaid ( in JobPar ) {

 
local a;

 
a := avg(Emp.salary);

 
return Emp where job = JobPar and salary < a };

Get companies where underpaid clerks used to work:

underpaid( “clerk “).prev_job.company 

There are no limitations on computational complexity of functions. Such general functions can be useful when mapping between stored and imaginary objects is complex and requires non-trivial algorithms. 

3.2 Functions Defined by Joins

Similarly to the previous cases we can define functions that stick two or more objects. For example, the function below defines imaginary objects RichEmpRomeDept, which contains sum of Emp and Dept attributes for all rich employees from departments located in Rome:

function RichEmpRomeDept {

 return RichEmp joined with (works_in.Dept where “Rome” ( loc) };

The function returns a table consisting of pairs of references <iEmp, iDept>, for example (cf. Fig.2) <i1, i23>. Such a table simulates imaginary objects RichEmpRomeDept (cf. Fig.12). Now we can ask the following queries:

Get dname-s of rich designers from departments located in Rome:
(RichEmpRomeDept where job = “designer”) . dname
Get name, age and dname of rich employees from departments located in Rome:

RichEmpRomeDept. ( name, age, dname )

To explain how this query is evaluated we present the situation on ES when the dot operator is processed. Assume the operator processes the pair <i1, i23>. Hence (cf. Fig.5), ES is augmented by the section referring to properties of the Person class (containing the method age), the sections referring to properties of the Emp and Dept classes (empty), and the section containing binders referring to sub-objects of objects having OIDs i1 and i23; i.e.:

name(i2), birth_day(i3), salary(i4), E#(i5), job(i6), rating(i7), works_in(i8), supervises(i9), dname(i24), loc(i25), D#(i26), employs(i27), employs(i28)

Thus name and dname return i2 and i24, correspondingly. The name age is bound in the section of the Person class; then the method is immediately executed. It works on the same stack, but has access to private properties of the Person class (see explanation of the encapsulation rules presented previously). The query returns a table of triples such as <i2, 52, i24>, where 52 is Smith’s age calculated by the method age.

After inserting this function to the database the user has illusion that the schema is extended by the imaginary class RichEmpRomeDept, which inherits from Emp and Dept classes. 

3.3 Restricting and Renaming Attributes and Links

SQL views make it possible to restrict attributes of stored relations, as well as to rename them. Below we will show that our model is already prepared for this feature. To this end a special syntax is not required (unlike SQL), because we can apply the operator as:

The RichEmpDept function joins Emp and Dept for employees earning more than 2000. The view contains name, renamed to Surname, dname renamed to Dept, boss renamed to Boss, and Prev, which calculates the number of his/her previous jobs.

function RichEmpDept {

 return ((Emp where salary > 2000) joined with (works_in.Dept )).


(name as Surname, dname as Dept, boss as Mgr, count(prev_job) as Prev) };

Then, the user can ask the following query: 

Get the family name, the number of previous jobs and the name of his/her boss for every rich employee working in the Sales department:

(RichEmpDept where Dept = “Toys”). (Surname, Prev, Mgr.Emp.name)

Note that in this case imaginary objects RichEmpDept form an imaginary class RichEmpDept, which is not connected to existing classes.

The method makes it possible to combine references to objects with newly defined attributes. For instance, the following definition is also correct:

function RichEmpdname { 

 return ((Emp where salary > 2000) 

 joined with ((works_in.Dept.dname) as dname) };

The function RichEmpdname returns the table of pairs <iEmp, dname(idname)>. Such a pair contains a reference to an Emp object and thus, the user can use all properties of Emp objects and their classes, for instance: 

Get the average age of rich Toys employees:

avg((RichEmpdname where dname = “Toys”). age)

In this case imaginary objects RichEmpdname form an imaginary RichEmpdname class, which can be considered a subclass of the Emp class (with the additional attribute dname), cf. Fig.7.
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Fig.7. An imaginary subclass

3.4 Virtual Attributes and Virtual Links

So far we have presented views stored at the same database level as database objects. Hence, imaginary objects are considered database objects. Such a functional procedure can also be stored in a class. In this case it works as a virtual attribute or a virtual link. In the object-oriented literature they are called (functional) methods. Below we present some examples.

Let the salary net be calculated according to the formula salary * (0.8 + 0.001 * age). Introducing the virtual attribute NetSal requires inserting into the Emp class the following function:

function NetSal { return salary * (0.8 + 0.001 * age) };

The function body refers directly to salary and age, because it is executed in the environment of an Emp object, as shown in Fig.4. In object-oriented languages such names are usually preceded by pseudo-variables self or this. This is not required in our model (though not forbidden either). 

The function allows us to ask the following queries:

Get the average net salary of all employees:

avg( Emp . NetSal )

Get names of departments employing employees with net salary lower than 1000:

(Emp where NetSal < 1000) . works_in . Dept . dname
Similarly we can define virtual links, by inserting proper functional procedures into classes, for example:

Define a virtual link Mgr, leading from an employee to his/her boss. To this end we insert into the Emp class the following function:

function Mgr{ return works_in . Dept .boss . Emp };

Get employees earning higher net salary than his/her boss:

Emp where NetSal > Mgr . NetSal
Currently OODBMS disallow classes to be stored in a database, cannot update them dynamically, and cannot write methods in a query language. Moreover, dynamic adding/removing of methods is in contradiction with strong typing assumed in some languages and systems. The possibility of introducing/removing virtual attributes and links requires a new approach to the architecture of an object DBMS and new concepts related to strong typing. 

3.5 Parameters of Functions

The stack-based semantics is prepared to deal with parameters of functions. The programmer can use any queries as parameters. By analogy to classical programming languages, we can adopt the call-by-value and call-by-reference parameter passing methods. Syntactically, formal call-by-reference parameters are preceded by keywords var, out, or inout. Assume the formal parameter of function f is named par, and the actual parameter (a query) returns a collection {x1, x2,…, xn}. Then, after f is called, the activation record for f on the top of the environment stack will contain binders par(x1), par(x2),…, par(xn) for call-by-reference, and binders par(dereference(x1)), par(dereference(x2)),…, par(dereference(xn)) for call-by-value (where dereference is the dereferencing function). This solution is exactly in the spirit of Pascal-like languages.

In case of parameters determined by queries the classical subdivision to call-by-value and call-by-reference is sometimes inconvenient for the programmers and introduces limitations. Therefore, in Loqis we have implemented the strict-call-by-value method (known from C/C++). The method is simple and universal (though in some cases more dangerous for the programmer). No special syntax is required. The result of a query being a parameter is without any change passed to the function’s body. Technically, it means that if for the formal parameter par the query returns the result r (however complex), then the corresponding activation record for function f is augmented by the single binder par( r ). In this way the result of the query becomes available within the body of the function under name par. This method is assumed in all parts of this report.

3.6 Recursive Functions

Due to the stack-based semantics, functions can be arbitrarily recursive. Unlike SQL:1999, we do not provide a special syntax for recursive function, assuming (as usually in programming languages) that all defined functions can be potentially recursive. In many cases (typical in Pascal, C, C++, Java, etc.) the programmer can be unaware that he/she has written a recursive function. The system must provide correct execution of the program even in such cases. 

In comparison to classical object-oriented programming languages essentially new qualities of our recursive functions are the following: they are defined in a query language, they can return bulk output (collection) and they can have parameters being queries. These features cause that the functions are conceptually and pragmatically very close to the idea that AI people refer to as deductive rules. 

For example, consider the sameGenCousins example from [CGT89] that for a given person returns cousins of the same generation (providing there is a table parent). In Datalog the program is the following:

sameGenCousins( X, X ) :- person( X )

sameGenCousins( X, Y ) :- parent( X, X1 ), sameGenCousins( X1, Y1 ), parent( Y, Y1 )

The program can be executed by taking e.g. X ← George; the result will be at Y. 

The above example is equally easy using recursive views. Assume the database
contains objects Person having symmetric (twin) pointer links parent and
child. The task could be formulated in SBQL as a functional procedure:

sameGenCousins( X ) { 

return X union (X. sameGenCousins (parent.Person).child.Person)};

The procedure can be called with a query returning a reference to a person as a parameter, for example:

sameGenCousins( Person where Name = “George” )

We note the following disadvantages of Datalog in comparison to recursive functions:

· Flat relational data structures only. Functions deal with complex object-oriented structures, including concepts such as classes, inheritance and encapsulation.

· Poor capabilities to structuralize programs. In fact, Datalog programs have no structure, what is a disadvantage for big programs. Our view definitions are fully integrated with object-oriented structuralization of data and programs.

· No smooth transition from the results of analysis and design methodologies (such as UML) to Datalog programs. This could be a catastrophic disadvantage for complex problems.

· No possibility to write interactive programs (stateful, time dependent), for example, to organize scenarios of interaction with the user. This is not the case of recursive views, which are procedures, so the programmer can do everything.

· No integration with events and exception mechanisms. No integration with other features of computer environment.

· No concept of state and updating operations. This is a catastrophic disadvantage, which caused severe limitations of applications of Datalog programs. Functions have no such limitations.

· No well developed optimization methods. The concept of magic sets seems to be very limited. We can optimize functions using various techniques, in particular query modification, indices, etc.

Some tasks, however, are very easy to express in Datalog and we are not sure that they are equally easy to express through recursive functions. To prove advantages or disadvantages the issue requires further investigations involving real-life examples rather than theoretical puzzles.

3.7  Updates via References Returned by a Function

Because our functions can return references to objects (or sub-objects, i.e. attributes), we can use them as l-values in updating statements. For example:

Increase by 100 the salaries of all rich Rome employees:

RichEmpRomeDept.(salary := salary + 100);

This is an equivalent of the SQL statement:

update RichEmpRomeDept set salary = salary + 100;

The approach is exactly in the spirit of all the classical approaches to view updating, including updating of relational and object-oriented views. Although they use different syntax, specific semantic, specific notions and specific limitations in fact all can be reduced to the paradigm of functions acting on stored data and returning references to stored data. As has been shown, such updates may violate the user intention, thus all other approaches restrict some updates to avoid undesirable effects. 

This is not our case. We assume no limitations concerning updating of stored data via references returned by a function, despite possible undesirable updates. Such limitations will reduce flexibility of programming and complicate syntax and semantics. If the function definer wants to remove the possibility of updates, he/she can apply explicit dereference on the function output. Hence, we prefer to leave everything in hands of users. The users, however, must be aware that functions are not views. Functions have some properties of views and can be used in this role, but an update via functions’ output is on the risk of the user. No view transparency is assumed in this case.

Views defined in the next section of this report as more sophisticated programming entities, with no precedence in the database literature (except [SuMi89]). If the programmer wants to take full control over updates of virtual objects, he/she has to use views rather than functions.

Updateable Object-Oriented Views

In our opinion, difficulty of the updateable views problem stems from fundamentally inadequate paradigms and approaches that the database community has attempted to employ. We identify the following sources of difficulties:

· Classical database formal theories (relational algebras, relational calculi, and formal logic), as well as their object-oriented counterparts, are not dealing with the concept of state and updating operations
. Hence, view updates are not expressible in these formalisms, or some tricks and improvements must be used, which obscure the idea and limit solutions. 

· There was an assumption (more or less explicit) that a view definition is a function returning references to stored data; then updating of virtual data is done by operations using these references. This is a wrong approach, as after defining a view the business semantics of these references can be (and usually is) totally different.

· As a consequence of the previous assumptions, view definitions were not associated with explicit operations that update stored data in response to updating of virtual data. View updating was considered as an (auto-magical) side effect of the mapping between stored and virtual data. This we consider a fundamental mistake.

· Eclectic definitions of query languages (cf. SQL:1999) and views defined in these languages, mixing up primary and secondary features . This usually complicates syntax and semantics, introduces unnecessary limitations and obscures the entire idea.

· Not respecting programming languages principles such as semantic relativity, orthogonality, and internal identification. The principle of relativity is especially important for object-oriented views, as it simplifies considerations involving composite objects with unlimited hierarchy levels, nested collections, and nested links to other objects. In our opinion, without this principle making consistent and universal theory of object-oriented views is impossible.

Taking into account the above difficulties we abandon the classical database theories and approaches. Our basic assumptions are the following:

· Our view definitions are complex entities in spirit of abstract data types (but essentially different from ADTs), which define the information content of virtual objects together with all the required view updating operations. The operations overload generic updating operations on virtual objects and perform updates on stored data. The language for defining the content of virtual objects and view updating operations is based on the same query language SBQL and has full algorithmic power of programming languages.

· Any view updating operations are fully in hands of the view definer. We assume no updating through side effects, i.e. by references returned by the query from the view definition. We totally abandon the view updateability criteria. The view definer can do everything on stored data in reaction to updating of virtual objects. Although this apparently looks as error prone, in our opinion however, there are no reasonable criteria to limit this freedom.

· We abandon all the classical formal theories of the database domain, considering them inadequate to the problem. Instead, we follow the stack-based approach to object-oriented query languages, which has roots in the theory of programming languages.

· We preserve all the programming languages’ principles. In particular, we consider the principles of semantic relativity and orthogonality to be requirements to achieve full universality of the idea together with conceptual simplicity of the mechanism and pragmatic simplicity of using it by the users.

· We provide full transparency of virtual objects. After the view is defined, the user will be unable to recognize any difference in querying and manipulating virtual and stored objects.

· The approach that we propose will be applicable to object-oriented, XML-oriented, and relational databases. The approach can be easily extended to any kind complex object models, including the model with dynamic object roles.

· Queries involving views will be optimizable using query modification technique. After query modification all the optimization methods that have been developed for the given model (rewriting, indices, etc.) can be used.

Currently an unresolved issue is how to define the “create” operator for virtual objects and how to tie it with the corresponding view definition. The most probably a view designer will have to explicitly define this operation, but it is a subject for consideration and future investigations. 
3.8 General Assumptions 

As in all other proposals, view definitions are named first-class programming citizens that can be dynamically created, stored in a database, altered, and removed from the database. We do not dedicate our solution to any specific database model. In this report we present simple views that are based on a simple storage model that covers relational, hierarchical (XML-like) and simple object-oriented (ODMG-like) data structures. This is not conceptual limitation. We can easily extend our solutions to more complex models, including reference links among objects, classes, inheritance, encapsulation and dynamic object roles. 

We assume that views are defined in a query language SBQL extended with generic updating operations. We do not assume any binding to popular programming languages such as C++ and Java. Although these languages have a big meaning for many applications, we consider them inadequate for our idea. We employ the classical scoping-naming-binding paradigm known from programming languages within the stack-based approach to query languages.

A view definition is a complex entity consisting of the definition of a mapping between stored and virtual data, and definitions of all updating operations that the definer has provided for the view. A view is stored as a root database object. In case when a view is to be a (however complex) virtual attribute of objects it has to be stored as a property of the corresponding class. 

We must distinguish a view definition given as a text and a view definition given as a data structure stored in the database. The structure is determined by some metamodel, while the text of a view definition is only an external input form. The structure of a view definition is necessary to identify particular parts of it, in particular, to identify procedures making up view updating operations.

In comparison to classical views (cf. SQL) we assume that the name of a view definition is different from the name of virtual objects determined by the view. In SQL this distinction is not explicit: a view definition and a virtual table have the same name and a distinction between operations on view definition (create, delete) and operations on virtual tables (querying, updating) is determined by the syntax and context of corresponding statement. For several reasons (that will be clear in the following) we cannot apply this method, thus we must explicitly introduce the managerial name of a view. It will be used for creating, updating, and deleting a view, as well for identification of the view definition, which is necessary for our view updating mechanism. A managerial name of a view should be distinct, in particular, should be different from names of virtual objects defined by the view. We assume here a simple naming convention where the managerial name has always the suffix Def, e.g. RichEmpDef.

3.9 Semantic Relativism

Semantic relativism is an essential novelty of our view definitions, not assumed in previous approaches to views. It means that view definitions are nested with unlimited number of nesting levels. View definitions consist of view definitions, except “atomic” definitions that define atomic virtual data. If a virtual object has attributes, each of them must be defined as a sub-view. For example, a view RichEmpDef contains a view SalaryDef. Independently of the view hierarchy level, each view definition has the same syntax, semantics and pragmatics (rules of use).

In Fig.8 we sketch an example of a view definition PDef, which defines (two) virtual objects P. PDef consists of three view definitions: ADef, BDef and CDef, and a view definition BDef consists of two view definitions XDef and YDef. Correspondingly, the first virtual object P contains two instances of a virtual attribute A and one instance for each attribute B and C; attribute B contains instances of virtual sub-attributes X and Y. The situation is a bit different for the second virtual object P, where subview CDef generates no virtual subobject C, and sub-sub-view XDef generates three virtual sub-attributes X.
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Fig.8. A hierarchy of view definitions and corresponding hierarchies of virtual objects

Unlike all the current object models (except Smalltalk), the relativity principle implies view definitions, which define atomic virtual objects (with no attributes). 

3.10 View Definitions, Sacks and Seeds

All current approaches to views assume that the mapping between stored and virtual tables/objects is determined by a single query (cf. SQL). In [SuMi89] there was concluded that in the general case such an approach is inadequate for view updating, because information, which is necessary for view updating, can be lost. For example, assume a view containing names of departments and average salaries of employees. The request “let the average salary in the Software department be 5000” requires a view updating procedure, which takes the query returning the average salary in a department and the number 5000. However, if we evaluate the query, the result will be some actual value of the average salary, thus the information, which department is considered, is lost. For this reason [SuMi89] proposed to internally modify view definition queries to preserve information on the target stored objects that have to be altered during view updating. This method, however, was too tricky, and thus not implemented. Relying on the same idea, in this paper we propose another, more general and very simple method. Essentially, it assumes that the mapping between stored and virtual objects is based on two queries. The intention behind the first query is to preserve all the necessary information about the stored target objects that have to be affected during view updating. The second query takes the result of the first query as input and delivers the final mapping between stored and virtual objects. We have generalized this idea to cover all the situations that we can imagine. This idea will be explained in details in the following.

We introduce the term sack to denote a collection being the current result of the first from the mentioned two queries. Correspondingly, the first query will be referred to as sack definition. An element of a sack will be called seed. A seed is used by the second query for making up a virtual object; the number of virtual objects is the same as the number of seeds. A seed is also used as a parameter of the updating procedures defined by the view definer for determining view updates. Passing this parameter is implicit (it is internal to the proposed mechanism) and the view definer need not to bother about it. An entire virtual object growing up from a seed includes data determined by the second query, sub-views, and the defined updating operations. There is no limitations concerning the complexity of a seed, in particular, it can be the result of queries involving joins and other query operators.

A sack definition can be any query (in general, any functional procedure). Below we present examples: 

Emp where salary > 1000 

The sack contains references to objects of employees earning more than 1000. 

distinct( Emp . job )

The sack contains all strings denoting jobs of employees. 

bag( “consultant”, “programmer”, “engineer” ) as p 

The sack contains three binders: p( “consultant”), p( “programmer”) and p( “engineer” ).

Emp as e 

The sack contains all binders e(iEmp), where iEmp is a reference to an Emp object.

The relationship between a sack, seeds and virtual objects is illustrated in Fig.9. 
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Fig.9. Illustration of a sack, seeds and virtual objects

Basic syntax of the view definition is illustrated below.

create view RichEmpDef {

 virtual objects RichEmp {

 return (Emp where salary > 1000) as r }

 .... //further text of the definition

};

In this example RichEmpDef is the managerial name of the view, and RichEmp is the name of the corresponding virtual objects. The sack of this view is defined by the query: (Emp where salary > 1000) as r. In general, the body of the virtual objects clause can be a complex functional procedure. 

The view can be removed from the database by the command:

delete RichEmpDef;
The view can be invoked in queries as usual, for instance: 

Get rich employee named Doe:

RichEmp where name = “Doe”
We assume that name is a subview of this view. The view can also be used in updating statements, for instance (providing the delete operation is properly defined inside this view definition):

Delete all rich employee objects:

delete RichEmp;

The situation in the object store and on the environmental stack after the view is defined is presented in Fig.10.
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Fig.10. The object store and the environmental stack with a view definition

Note that RichEmpDef is considered as a regular store object and that the database section of the environmental stack contains both the binder with the managerial name RichEmpDef (with a reference to the RichEmpDef object), and the binder named RichEmp (with a reference to the sack definition of this view (which is a subobject of the RichEmpDef object)). Both these binders are necessary. The first one is required to use or change the view’s definition, and the second one allows querying and updating virtual objects. 

3.11 Virtual Identifiers

An essential and very difficult problem
 that has been solved concerns how to pass the information concerning an updating operation on a virtual object to the proper updating procedure that is defined within the view. Indeed, if an invocation of a view returns the result identical to the result of the query defining the view, then during performing the operation the system is unable to recognize that the update concerns the view rather than regular stored objects. If the system is unable to recognize this, it is unable to call a procedure that will overload this operation. 

The problem has been solved through the concept of virtual identifier. Each virtual object has a virtual identifier, which is a triple: 

<Flag “I am virtual”, Managerial view name, Seed>

(In the following this definition will be a bit generalized for nested virtual objects.) Such virtual identifiers are returned by a view invocation (i.e. by the virtual objects clause) rather than references to stored objects. The identifier can be processed by various query operators, but eventually it is an argument of a generic view updating operation. In this moment the system knows that the updating concerns a view (due to the Flag “I am virtual”), which view (due to the Managerial view name), and which virtual object (due to the Seed). Thus, the mechanism is able to receive all the information necessary to substitute the view updating operation by the proper updating procedure written by the view definer.

Virtual identifiers are counterparts of object identifiers. They are constructed in such a way that they are able to “transport” all the necessary information on virtual objects to view updating procedures written by the view definer. Because in other contexts they are to be understood as regular object identifiers, we need to modify the classical stack-based mechanism to cover this feature. In particular, we have to alter the following features:

· Dereference operator (i.e. taking the content of the virtual object). 

· Function nested and the way in which it will be used by a non-algebraic query operator to create a new section on the top of the environment stack. 

· Assignment operator in which a virtual identifier is used as an l-value.

· Delete operator acting on a virtual identifier.

· Insert operator in which a virtual identifier is used as an l-value.
In Fig.11 we present the general schema showing the information flow between different agents participating in serving view updates.
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Fig.11. Control flow during a view update

Roughly, the scenario illustrated in Fig.11 is simple and consists of the following steps:

1. A query invoking a view is evaluated. It returns virtual identifiers.

2. The identifiers are passed to the updating statement (the “consumer”) which has the query as a component.

3. The updating operation is interpreted by the query/program interpreter. It recognizes that the operation concerns a virtual identifier. Thus, the interpreter makes no action of stored data, but passes the control to the proper procedure from the view definition. The interpreter prepares parameters for this procedure on the basis of information stored within the virtual identifier.

4. The procedure is executed, making an effect on stored data.

5. After execution the control is passed back to the user program.

This scenario has a lot of technical details that will be explained in the following. Within this schema the interpreter knows which updating operation is performed, which view it concerns (because of managerial name stored within a virtual identifier), and which virtual object is considered (because the virtual identifier contains its seed). The seed is passed as a parameter to the consumer procedure from the view definition. There are at least two methods of passing this parameter: explicitly, in the procedure invocation request, or implicitly, through putting the parameter as a binder on top of the environment stack. We prefer the second method, because it simplifies syntax for the view definer.

Some consumers i.e. update and insert operators, have additional parameter: r-value in case of update, and a reference to an object in case of insert. This name of the parameter has conceptual meaning for the view definer hence it should be explicit when the view definer writes the corresponding updating procedure. In this case pushing this parameter directly on the environment stack would be disadvantageous. In this case we prefer to call the updating procedure from the interpreter explicitly with this parameter.

3.12 Consumers of Virtual Identifiers

In our method we provide the following consumers of virtual identifiers:

· Dereferencing. The operator takes a virtual identifier as a parameter and returns the value of the virtual object. This value can be complex: it can be composed of references, atomic values, and names. It must be (usually implicitly) applied in situations where an identifier must be changed to value, e.g. the context of such algebraic operators as +, <, ..., sum, avg,..., call-by-value parameters, etc. 

· Updating. The operator performs assignment to a virtual object. It has an r-value as a parameter.

· Deleting. The operator performs deleting of a virtual object.

· Inserting. The operator performs inserting a new (virtual) object to the inside of the virtual object. It has a reference to a new object as a parameter.

For these consumers the view definer should provide a corresponding procedure within the view definition. If he/she does not provide a particular procedure then the corresponding action is not defined; hence such a consumer is not allowed. The definer may skip a definition of any consumer, including the situation when he/she skips definitions of all the consumers. In this case no updating or dereferencing operator on the corresponding virtual object is allowed.

The procedure for the dereferencing accomplishes the second query in the two-query-paradigm to view updates that we have explained previously.

The syntax for the view definition is illustrated by the following extended example:

create view RichEmpDef {

virtual objects RichEmp { return (Emp where salary > 1000) as r }

on_retrieve do { ....... };

on_update rvalue do { ....... };

on_delete do { ....... };

on_insert objectref do { ....... };

.... //further text of the definition

};

Keywords on_retrieve, on_update, on_delete, on_insert are identical for all definitions of views. Each of these clauses is treated as a procedure. The functional procedure on_retrieve accomplishes the dereferencing operator. Names of parameters rvalue and objectref can be freely chosen by the view definer.

3.13 Subviews and Function “nested”
According to the assumptions of the stack-based approach, each non-algebraic operator acting on an identifier pushes on the top of the environmental stack all the binders referring to the interior of the object having this identifier. The interior is determined by the function nested. Additionally, if the object is connected to classes, a non-algebraic operator pushes on the environmental stack binders to the interiors of all of them, in proper order. The same general idea will be retained for virtual identifiers. Because the identifiers are virtual, we must exactly simulate on the environmental stack the described above situation. This is a quite easy problem, which is solved by the following rule:

· If a virtual identifier has the form <flag “I am virtual”, mgr_name, seed> and it is processed by a non-algebraic operator, then the environmental stack is augmented by the section containing nested(seed). In this way we pass the seed parameter to all the (dereferencing, updating) procedures that are defined for the view.

· The stack is augmented by another section containing binders to all subviews of the mgr_name view. In this way all subviews (i.e. virtual attributes) are available for querying. Note that the binders refer to sack definitions of these subviews (identified by a name of virtual objects) rather than to their full definitions (identified by a managerial name).

· If the view is connected to classes, binders to interiors of these classes are pushed on the environmental stack, as usual in the stack-based approach. For limited scope of this report this case will be the subject of further reports.

The above rule is illustrated in Fig.12.
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Fig.12. Changes on the environmental stack during processing of a virtual identifier

The above rule ends the description of our mechanism. Because of the assumed semantic relativism and recursive definitions, all the properties of nested views are the same as properties of their parents. In Fig.13 we present the hierarchical structure of the view returning virtual objects RichEmp having subviews (i.e. virtual attributes) Surname, Income and Boss.
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Fig.13. The structure of a simple nested view

3.14 Virtual Identifiers of Nested Views

The current form of a virtual identifier is insufficient for nested views. The problem is that assuming the current definition the view definer has access to the seed of the current virtual object, but seeds of its parent virtual objects are unavailable. Access to seeds of parent views is usually necessary for writing a view updating procedure concerning the given subview. For instance, when he/she writes an updating procedure for the Boss subview (which moves the corresponding employee to another department), then he/she must also have access to a seed of the parent view, i.e. to the identifier of the corresponding Emp object.

Note that information on seeds of parent views is no more available at the environmental stack when a seed of the given sub-view is processed. The virtual identifier is created at the end of evaluation of the given query; hence the environment stack is already folded up to the state before query evaluation. Hence, the only way to pass the information on seeds of parent views is some extension of the concept of virtual identifier. Indeed, when the given sub-view is evaluated, seeds of all its parent views are still on the environmental stack and can be stored within the virtual identifier.

There are several simple solutions of this issue. A possible extended form of a virtual identifier is the following.

<Flag “I am virtual”,
(Managerial view name1, Seed1), 

(Managerial view name2, Seed2),

...,

(Managerial view namen, Seedn) >

where (Managerial view name1, Seed1) refers to the most outer view, (Managerial view name2, Seed2) refers to its sub-view, etc., and (Managerial view namen, Seedn) refers to the currently processed view. 

In a case when the identifier is processed by any of the procedures on_retrieve, on_update, on_delete, and on_insert, the interpreter pushes on the environment stack the section containing nested(Seed1) ( nested(Seed2) ( ... ( nested(Seedn), and then calls the proper procedure. The call requires identification of the proper procedure within nested views, e.g. according to the path expression: 

Managerial view name1 . Managerial view name2 . ... .Managerial view namen . on_update
This generalization of the concept of virtual identifier requires also generalization of the function nested and the method of modifying the environmental stack by a non-algebraic operator. This is quite straightforward: as previously, the environmental stack is augmented by the section containing nested(Seed1) ( nested(Seed2) ( ... ( nested(Seedn), and then by the section with binders to sack definitions of all sub-views of the given view Managerial view namen.

3.15 View Parameters and Recursive Views

In our approach views, similarly to procedures or functions, can have parameters. Parameters concern only seed definitions. So far, we do not assume that a parameter will be available for definitions of updating procedures (it is possible, but introduces more complications to the mechanism). A parameter is a query, with no restrictions. In particular, it may return the bag: bag(r1, r2, , rn) where r1, r2, , rnResult. A query interpreter determines a method of parameters passing basing on view definition syntax. We are going to implement in our views the method of parameters passing known as strict-call-by-value, which combines call-by-value and call-by-reference. This method has already been described earlier in this report. 
Similarly to parameters of views, recursive views are side effects of the stack-based approach and its mechanisms. As shown, views are programming entities alike functions and procedures. All volatile data created by the view are put on the environmental stack, thus each view call is independent on other view calls, in particular – recursive calls. Hence, recursive views are fully supported by the described mechanism.

3.16 Optimizations

Due to full orthogonality and consistent conceptual continuation (with no anomalies and irregularities), queries involving views are fully optimizable through the query modification technique [Ston75], as presented in [SuPl01]. The optimization concerns cases when sack definitions are reduced to single (however complex) queries, with no parameters and recursion. These conditions are satisfied for majority of views. In all such cases textual substitution of the views invocation by the corresponding query from the sack definition results in a semantically equivalent query that can be optimized by standard methods, e.g. by removing dead sub-queries [PlSu01a], factoring out independent sub-queries [PlKr99,PlSu99,PlKr00,Plod00], and low level techniques (e.g. based on indices) [PlSu01]. 

Some peculiarity of our view mechanism in comparison to [SuPl01] concerns the fact that a view for retrieval is determined by two queries: the first one from the sack definition and the second one from the on_retrieve clause. In consequence, the rule is a bit modified: the first query substitutes textually the corresponding view invocation, and the second query substitutes textually the dereferencing operator acting on the view invocation (in the post-fix order, with the dot operator inside). Although the dereferencing operator is usually implicit in queries, it can be easily recognized during parsing. Thus, we can apply the full static optimization by query modification.

Updating operations that are assigned to a view definition do not disturb the use of the presented methods, but only for querying. However, view updating requests cannot be optimized in this way. New optimization techniques addressing this issue could be the subject of future investigations.

An example of query optimization is presented in the next section.

4 Examples

In this section we present examples, which show applications of our approach to updateable views. We show the power of the approach, which is beyond of reach for any other approach to views in the entire history of databases. Our example database schema is shown in Fig.14. 
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Fig.14. Schema of an example database

The database contains any number of employee and department objects. Employee objects have attributes: employee number, name, job, salary and some numeric rating (e.g. assessment of his/her boss). Department objects have attributes: department number, department name and location. Employees and departments are linked by associations worksIn/employs and manages/boss, implemented as twin pointers.

4.1  Example 1: Moving an employee to another department

For each employee the view EmpBoss(Surname, BossSurname) returns a pair: the surname of the employee and the surname of his/her boss. The view should define the following operations: (1) an updating a boss name to NewBoss that causes moving the employee to the department managed by the NewBoss; (2) deleting a virtual object that causes deleting the corresponding employee. Dereferencing of attributes causes returning proper strings rather than references. Concatenation (symbol &) with an empty string is used for forcing dereference. Symbol :=& is a pointer assignment: l :=& r means that the pointer determined by l is assigned by the reference determined by r.

create view EmpBossDef { 


virtual objects EmpBoss { return Emp as e } 

on_delete do { delete e }

create view SurnameDef { 


virtual objects Surname { return e.name as es }


on_retrieve do { return es & “” } 


} 


create view BossSurnameDef { 


virtual objects BossSurname { 

      return e.worksIn.Department.Boss.Emp.name as bs } 


on_retrieve do { return bs & “” } 


on_update ( NewBoss ) do {

e.works_in :=& Department where (boss.Emp.name) = NewBoss } 


 } 


 } 


We assume here automatic updating of twin pointers (cf. the ODMG standard, binding to C++): e.g. updating of works_in causes automatic updating of the twin employs, and v/v. 
Examples of view invocations: 

Get surnames of all employees working for Smith:

(EmpBoss where BossSurname = “Smith”) . Surname
Print all information from EmpBoss objects for employees working for Smith:

 print( EmpBoss where BossSurname = “Smith); 

! Incorrect: the view definition EmpBossDef does not include the dereference. 

Fire the employee named Cooper:

delete EmpBoss where Surname = “Cooper”; 

Let all employees named Cooper work in the department managed by Smith:

 for each EmpBoss where Surname = “Cooper” do BossSurname := “Smith”; 

Change the surname of the employee named “Coper” to “Cooper”:

 for each EmpBoss where Surname = “Coper” do Surname := “Cooper”; 

! Incorrect: the view definition SurnameDef does not include the updating operation. 

4.2 Example 2: Updating average salaries in departments

The view DeptAvgSal(DeptName, AvgSal) returns names and average salaries for all departments located in Warsaw. Updating the average salary causes distribution of the rise among all employees in the department proportionally to their previous salaries and to the rating of the boss (assuming the scale e.g. from 0 to 10).

 create view DeptAvgSalDef {

virtual objects DeptAvgSal { return (Dept where Loc = “Warsaw” ) as d }


create view DeptNameDef {


virtual objects DeptName {
return d.dname as dn }


on_retrieve do { return dn & ‘’’’}


} 


create view AvgSalDef {


virtual objects AvgSal{ return avg(d.employs.Emp.Sal) as a}


on_retrieve do { return a }

on_update ( newAvgSal ) do {


create local WeightedSum := sum( d.employs.Emp.(Sal*Rating)); 


create local Ratio := (newAvgSal – a) * count(d.employs) / WeightedSum;


for each d.employs.Emp do Sal := Sal + Ratio*Sal*Rating; 

} 

} 


 } 


Note that the view determines a very particular business intention of the update. Of course, there could be a lot of other intentions. Each intention requires a specific on_update procedure. 

Using this view we can change average earnings in the Warsaw departments: 

Rise the average earnings in the Toys department by 100: 

for each DeptAvgSal where DeptName = “Toys” do AvgSal:= AvgSal+ 100; 

Note that the distribution of individual updates is proportional to earnings and ratings. Below we present rises for particular employees for a sample department employing Atwood, Baker and Clinton: 

	 Name 
	Sal 
	Rating 
	Rise

	Atwoood
	100 
	3 
	19.15

	Baker 
	200 
	7 
	89.36

	Clinton 
	300 
	10 
	191.49


 The example shows the power of our method: we are able to perform view updating operations considered earlier by many professionals as absolutely unfeasible. We show here that such updates are not only feasible, but could be reasonable and necessary for many applications which require complex mappings of business ontologies.

4.3 Example 3. Protecting against hackers

We would like to define the view MyDept(D#, dname, Loc) which returns exactly the information stored within objects Deptartment, but it protects locations against unauthorized access (think these are military departments). The protection relies on confusing hackers: instead of forbidding access, the view returns false result if the access is unauthorized. The example is under influence of [SJGP90].

 create view MyDeptDef {

virtual objects MyDept{ return Department }


create view D#Def { virtual objects D# { return D# as dno }


on_retrieve do { return dno }


} 

create view dnameDef { virtual objects dname { return dname as dn }


on_retrieve do { return dn }


} 

create view LocDef { virtual objects Loc { return Loc as l }

on_retrieve do { 

if AccessIsAuthorised() then return l

else {

create local FalseLocations := sequence{“Alasca”, “Papua”, “Siberia”};

return FalseLocations[RandomNaturalNumer() modulo 3]

}

}


} 

 } 


In this example we would like to show that due to our views the view definer can take full control over everything what can happen on virtual objects (and then, on stored objects that are seen through virtual objects). Typically, in database systems such functions are the property of the active event-condition-action rules (triggers). However, this paradigm is considered semantically difficult in the general case. For instance, it must introduce the generic database events mechanism, it must distinguish actions that must happen before updating from actions after updating, it must determine various options addressing transaction processing, etc. All these issues are avoided in our approach. The same features can be accomplished through updateable views and enabling the access to database objects only via such views. 

4.4 Example 4. Optimization by query modification
Let the view MyClerks(Cname, Income, Mgr) returns for each clerk the attributes Cname, Income and Mgr, where Cname is a clerk name, Income is his net salary and Mgr is the name of his boss. The database contains the table TaxTable(GrossSal, NetSal), which for every gross salary of an employee stores the corresponding net salary. Assume there is an index EmpNameIndex(Name) for Emp objects, and an index TaxTableGrossSalIndex(GrossSal) for TaxTable objects. Both indices are predefined functions having a string as a parameter and returning references (OIDs) to proper objects. 

create view MyClerksDef {

virtual objects MyClerks{ return (Emp where job = “clerk”) as e }

create view CnameDef {

virtual objects Cname { return e.name as n }

on_retrieve do { return n }

}

create view IncomeDef {

virtual objects Income{ return e.salary as i }

on_retrieve do { return (TaxTable where i = GrossSal) . NetSal }

}

create view MgrDef {

virtual objects Mgr{ return e.works_in.Department.boss.Emp as b }

on_retrieve do { return b.name }

 }

 }

Consider the query:

Print names of managers of the clerks having a better income than Doe:

print( (MyClerks where Income > ( ( MyClerks where Cname = “Doe”) . Income)) . Mgr );

Note that straightforward execution of this query makes the existing indices useless. The definition of the view satisfies our criteria for query modification. The only difference in comparison to the simple substitution rule is that we must take into account the dereferencing operator. Below, we present the same query where the operator is explicit (in the post-fix notation):

print( (MyClerks where (Income)deref > 

 ((MyClerks where (Cname)deref = “Doe”).(Income)deref ) ) . (Mgr)deref );

In the first step we textually substitute the deref operator for queries from corresponding on_retrieve clauses, according to the rule:

(view invocation)deref ( ((view invocation) . (query from the on_retrieve clause))

Afterwards, we obtain:

print( (MyClerks where ((Income).((TaxTable where i = GrossSal).NetSal )) > 

((MyClerks where ((Cname).(n)) = “Doe”).((Income) .

((TaxTable where i = GrossSal).NetSal )))).((Mgr).(b.name)) );

In the second step we substitute all view invocations for queries from their sack definitions. After this step we obtain:

print( ( ((Emp where job = “clerk”) as e ) where ((e.salary as i ).

((TaxTable where i = GrossSal).NetSal )) > 

((((Emp where job = “clerk”) as e ) where ((e.name as n ).(n)) = “Doe”) .

((e.salary as i ).((TaxTable where i = GrossSal).NetSal))))).

((e.works_in.Department.boss.Emp as b ).(b.name)) );

The above (generated automatically) monster has three nice properties: (1) it contains no view invocations, (2) it is semantically equivalent to the original query, and (3) it makes it possible to use automatic query optimization methods, including the defined indices. We present several steps of this optimization:

1. Removing unnecessary auxiliary names i, n and b (and some parentheses):

print( ( ((Emp where job = “clerk”) as e ) where 

((TaxTable where (e.salary) = GrossSal).NetSal ) > 

((((Emp where job = “clerk”) as e ) where (e.name) = “Doe”).

((TaxTable where (e.salary) = GrossSal).NetSal ))).

(e.works_in.Department.boss.Emp.name) );

2. Removing unnecessary auxiliary names e (and some parentheses):

print(((Emp where job = “clerk”) where ((TaxTable where salary = GrossSal).NetSal)

> (((Emp where job = “clerk”) where name = “Doe”).((TaxTable 

where salary = GrossSal).NetSal))).(works_in.Department.boss.Emp.name));

3. Using the TaxTableGrossSalIndex:

print(((Emp where job = “clerk” ) where (TaxTableGrossSalIndex(salary).NetSal) > 

(((Emp where job = “clerk”) where name = “Doe”).

(TaxTableGrossSalIndex(salary).NetSal))).(works_in.Depaerment.boss.Emp.name));

4. Connecting two where clauses by and:

print(((Emp where job = “clerk” ) where (TaxTableGrossSalIndex(salary).NetSal) > 

((Emp where job = “clerk” and name = “Doe”).

(TaxTableGrossSalIndex(salary).NetSal))).(works_in.Department.boss.Emp.name));

5. Now it is possible to use the EmpNameIndex:

print(((Emp where job = “clerk” ) where (TaxTableGrossSalIndex(salary).NetSal) > 

((EmpNameIndex(“Doe”) where job = “clerk”).

(TaxTableGrossSalIndex(salary).NetSal))).(works_in.Department.boss.Emp.name));

6. The query determining the Doe’s income is factored out from the loop implied by the first where operator (cf. [PlKr99, PlSu99, PlKr00, Plod00]): 

print((((EmpNameIndex(“Doe”) where job = “clerk”) .

(TaxTableGrossSalIndex(salary).NetSal)) as x ).

(Emp where job = “clerk” and TaxTableGrossSalIndex(salary).NetSal > x) .

works_in.Department.boss.Emp.name);

The above query is optimal according to the assumed rewriting methods.

5 Conclusions

We have presented a new approach to updateable views, which is based on the stack-based approach. We have shown that such an approach enables the users to define very powerful views, including views with parameters, with a local environment, recursive, with side effects, etc. Our concept is consistent and implementable. Moreover, it is optimizable by powerful query modification methods. In the paper we have considered the approach for a simple store model; however, it can be easily extended to more complex models (with classes, dynamic object roles, etc.). Currently we are implementing the approach for an XML query language. Afterwards, we are going to gradually extend the implementation for such complex object store models. 

Our views can transform data from one format (for instance XML) to another format (for instance, an object database). They also offer many new possibilities: they can make abstraction and generalization over data, they can transform data, they can access and merge data from multiple databases, they can accomplish active rules, etc. Such views fully cover properties that are referred to as mediators [Wie92]. The views cover also various kinds of wrappers and adaptors considered by the Web community. For these qualities the idea of such views is worth wider attention and acceptance in the database and Web communities.
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� This work is partially supported by the EU 5th Framework project ICONS (Intelligent Content Management System), IST-2001-32429.


� In this paper we deal only with virtual views. Materialized views present a different subject of research, almost entirely irrelevant to this paper.


� Baker’s arguments against iterators remind the old critique of the DBTG CODASYL Data Manipulation Language (DML), which was based on the idea of so-called currency indicators.


� Except Smalltalk and CORBA. In CORBA, however, the orthodox encapsulation is not supported by bindings to C++, Java and to other languages; hence it is only a part of the ideological rhetoric.


� We warn therefore that this report can be difficult for a typical “databaser”. Many years of our experience have shown that the database people have usually rudimentary knowledge on the semantics of programming languages and have difficulties to think in terms different from “relational algebra”, “relational calculus”, etc. Be careful - we have just totally abandoned these terms and theories!


� Note that functional procedures have semantic properties different from mathematical functions. This concerns own local data environment, passive and active side effects on external environments, parameters passing methods, such as call-by-value and call-by-reference, and other properties.


� Some „object algebras” introduce updating operations; however, they display severe mathematical and conceptual flaws thus cannot be considered seriously.


� The problem waited more than 10 years from the initial recognition to the eventual solution.
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