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Abstract

The paper discusses the concept of dynamic object roles as a facility for conceptual modeling and as a data structure to be implemented in object-oriented database management systems. Emphasis is put on implications of this concept for an object model and a corresponding query language. We discuss advantages of the concept and known approaches to implement it. A new approach is proposed, which assumes that a role is a distinguished subobject of an object. A role inherits dynamically attribute values and methods of its parent object. Objects can be accessed by their names, as well as by the names of their roles. The role concept essentially changes the semantics of other notions of object-oriented models, such as classes, inheritance and substitutability. In the paper we discuss how dynamic roles could be involved into an object store, an object definition language and a query language built in the spirit of the ODMG standard. 
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Streszczenie

Dynamiczne role obiektów w modelowaniu pojęciowym i w bazach danych 

Artykuł wprowadza pojęcie dynamicznych ról obiektów jako własność modelowania pojęciowego oraz jako element struktury danych, które może zostać zaimplementowane w obiektowo zorientowanych systemach baz danych. Omawia znane w literaturze podejścia i implementacje związane z tym pojęciem, korzyści jakie wynikają z jego zastosowania, a także implikacje jego wprowadzenia do modelu obiektowego i odpowiedniego języka zapytań. Zaproponowane w artykule nowe podejście zakłada, że rola jest wyróżnialnym podobiektem danego obiektu. Rola dynamicznie dziedziczy wartości atrybutów oraz metody z obiektu rodzica. Dostęp do obiektów może odbywać się poprzez  ich nazwy, jak również poprzez nazwy ich ról. Pojęcie roli istotnie wpływa na semantykę innych pojęć modeli obiektowo zorientowanych, takich jak klasy, dziedziczenie oraz reguły zamienialności. Opracowanie omawia jak dynamiczne role mogą zostać włączone do składu obiektów, obiektowego języka definicji danych oraz języka zapytań skontruowanych w stylu standardu ODMG.
Słowa kluczowe: dynamiczna rola obiektu, obiektowość, modelowanie pojęciowe, język zapytań, metamodel bazy danych, schemat bazy danych, standard ODMG
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1 Introduction

Growing complexity of information systems’ applications has resulted in new demands to the conceptual modeling of business domains, databases and application programs. The conceptual modeling is supported by various formal or semiformal notations such as class, functional, use case, dynamic and other diagrams. Mapping a piece of reality into a conceptual model requires notions, which follow natural ways of human thinking and understanding, and, on the implementation level, should be easily mapped into data and programming abstractions. 

Object-oriented conceptual modeling notions are supported in programming languages by proper data structures and behavioral properties defined on the algorithmic level of semantic precision. A long-term tendency in the development of programming languages and database management systems is that (usually semi-formal) conceptual modeling notions after some time are becoming data and programming abstractions. Object databases are an illustration of the thesis. Considering the entity-relationship model as a tool for conceptual modeling of relational databases, we observe that many of its notions (such as entities/classes, relationships, inheritance, and others) are further materialized as constructs of database structures, query languages and programming languages.

Despite a large collection of various conceptual modeling facilities it is still difficult to model directly and precisely some typical situations in the business reality. An example is the concept of multi-inheritance, which supports conceptual modeling, but leads to various semantic anomalies. Inaccurate modeling causes communication difficulties between project’s members, increases the probability of errors, causes additional consumption of resources during system construction, and has negative impact on the code length, documentation, transparency, maintainability and reliability of software. Thus conceptual modeling facilities should contain all necessary notions which allow the analyst and designer to express their design vision as precisely as possible. 

On the other hand, excessive extension of conceptual modeling notions may cause difficulties concerning their learning and proper use by project members. Thus there is an opposite tendency to minimize the number of notions and express new notions in terms of known notions. For instance, some methodologies do not deal with aggregation considering it a special case of association, some others do not involve inheritance assuming it can be expressed otherwise, etc. Another disadvantage of a large number of conceptual modeling notions is their inherent semi-formal semantics (they enhance humans’ thinking rather than computer operation), which could cause difficulties in recognizing proper usage of the notions and semantics of their particular combinations.  

The tendency to extend conceptual modeling notions is also reduced by implementation environments. If some conceptual notion has no direct counterpart on the implementation side, then it must be mapped into other implementation notions; thus the original idea of the analyst/designer is mis-shapen. In consequence, there is little motivation to use those notions, which have no direct counterparts in implementation. For example, because relational databases do not support inheritance directly, the corresponding analysis and design methodologies (except a few) avoid this concept.

Dynamic object roles
 have had for several years the reputation of a notion on the brink of acceptance. There are many papers advocating the concept, see e.g. [ABGO93, BD77, BG95, Fowler98, GSR96, KO96, Kristensen95, KRR00, LCW97, LL98, LW99, Papazoglou91, Pernici90, RS91, WJ89, WL95, WCL97]. On the other hand, many researchers consider applications of the concept not sufficiently wide to justify the extra complexity of conceptual modeling facilities. Moreover, the concept is totally neglected on the implementation side - as far as we know, none of popular object-oriented programming languages or database systems introduces it explicitly. Some authors assume a tradeoff, where the role concept is the subject of special design patterns [BRSW00, Fowler98, GHJV95, RG98], applied both on the conceptual modeling and the implementation sides.

In our opinion, this view on the concept of dynamic roles should be revised. In this paper we show that the dynamic object roles are useful both for conceptual modeling and implementation. The concept could much facilitate such modeling tools as UML [UML99, FS97] and could be an important paradigm on object databases built e.g. in the spirit of the ODMG [ODMG97, ODMG00]. The notion is already present (under another name and with specific semantics) in the standard SQL3 (abandoned) and its successor SQL1999 [ANSI99]. 

The low popularity of the notion is caused by the already established object-oriented principles, especially in programming languages. The basic assumption is that objects conform to the substitutability principle (LSP), which seems to be very natural, but on the other hand leads to anomalies, which are evident in case of multiple, multiple-aspect and/or repeating inheritance. Another assumption, which impedes the popularity of dynamic roles, is strong static (polymorphic) typing, which in case of roles must be much relaxed or redesigned. In this paper we will try to convince the reader that both mentioned impediments of wide usage of roles can be avoided.
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The idea of dynamic object roles is simple and natural. It assumes that every real or abstract entity during its life can acquire and lose many roles without changing its identity. The roles appear during the life of a given object, they can exist simultaneously, and they can disappear at every moment. For example, a certain person can at the same time be a student, a worker, a patient, a club member, etc., Fig.1. Similarly, a building can be an office, a house, a magazine, etc. 

Present object models have a possibility to express static properties, e.g., the fact that a student is a person. However, it is more precise to say that a person becomes a student for some time and later he or she terminates the student role. Moreover, some person at the same time can be a student two or more times. Similarly, a person may become an employee, a patient, etc. only for some time.

The concept of dynamic object roles assumes that an object is associated with other objects (subobjects), which are modeling its roles. Object-roles cannot exist without their parent object (in Fig.1, without the Person object). Deleting an object causes deleting all of its roles. Roles can exist simultaneously and independently. A role can have its own additional attributes and methods. It is normal that two roles can contain attributes and methods with the same names, and this does not lead to any conflict. This is a fundamental difference in comparison to the concept of multiple inheritance. Relationships (associations) between objects can connect not only objects with objects, but also objects with roles and roles with roles. For example, a relationship works_in connects an Employee role with a Company object. This makes the referential semantics clean in comparison to the traditional object models. Roles can be further specialized as subroles, sub-subroles, etc. For example, the specialization of a role Club_Member can be a role Club_President. 

The role concept requires introducing composite objects with a special structure and semantics. The structure should be supported by proper generic operations. In this paper we describe the structure formally and present assumptions of a query/programming language supporting generic operations to process such structures. Our idea to deal with dynamic roles in a query language is based on the stack-based approach (see e.g. [SBMS94, SKL95]), probably the only current formalism, which can naturally adopt the concept. A version of roles was implemented in the prototype system Loqis [SMSRW93]. Currently we are working on a prototype of an object-oriented DBMS aiming intelligent content management for Web applications, where we intend to implement all the ideas presented here. 

The rest of the paper is organized as follows. Section 2 shortly presents the state-of-the-art concerning dynamic object roles. Section 3 introduces an object model with roles and discusses its differences with traditional object models introduced in programming languages and database management systems. Section 4 presents changes to popular design notations and object definition languages which are implied by roles.  Section 5 presents assumptions of a query language in the spirit of ODMG OQL dealing with roles. Section 6 presents our conclusion and future plans.

2 Dynamic Object Roles - State-of-the-Art

The idea of dynamically changing object roles was proposed for the network database model by Bachman and Daya in 1977 [BD77], far earlier than object-oriented methodologies and tools were popularized. During the era of the relational model and relational systems the concept was not considered in the context of databases because it did not fit well with the relational ideology. Thus for many years the idea was forgotten. The interest to dynamic object roles has increased after computer professionals have realized the meaning of conceptual modeling in software construction. In effect, object-orientedness has been popularized in various domains of information technology, and together with object-orientedness the role concept is considered more and more frequently. 

The dynamic role concept often appears in papers devoted to object design, programming languages and databases, sometimes under other names, in different contexts and with various semantics. The classical object-oriented model assumes that each object is associated with its most specific class. A deviation from this rule can be treated as a certain variant of the role concept. In particular, the Iris system [Fishman87] supports many types for a single object. A similar proposal can be found in [BG95]. The dynamic role notion appears in different contexts, in particular, in papers related to modeling office information systems [Pernici90], computer aided manufacturing [WL94, WL95], workflow management [KRR00], multimedia [WCL96b, Wong99], semantic modeling [RS91, Sciore89, Stein87], and object modeling [Papazoglou91]. These papers propose to take advantage of dynamic roles for various dynamic properties, such as object migration, schema evolution, conceptual object clustering, creation of several views for one object, and others.

Recently new proposals to deal with roles have appeared.  They can be subdivided into two groups. The first of them assumes that dynamic object roles are represented informally through the already existing notions of the conceptual modeling by using design patterns [KO96, BRSW00, Fowler98, GHJV95, RG98], which have been popularized in the context of object-orientedness. The design pattern decorator [GHJV95] is considered in [Fowler98] as a good mapping of dynamic roles. The decorator pattern allows one to insert additional functionality to a class without subclassing. This approach corresponds (to some extent) to Aspect-Oriented Programming [KLMM+97] and the separation of concerns principle [Dijkstra76]. Also the motivation for Subject-Oriented Programming presented in [HO93] shows that dynamic roles and SOP have conceptual similarities. The second approach introduces the role concept as an explicit notion of conceptual modeling and a database feature orthogonal to other features. Such an approach has been implemented in Aspects [RS91] and Fibonacci [ABGO93, AGO95, AAG00] prototypes. A feature called “subtable”, having some correspondence to roles, is introduced in the emerging standards SQL3 and SQL1999 [ANSI99] for object-relational systems.

In Fibonacci it is assumed that a role does not have its own behavior. The support for contextual object behavior was introduced first time in the Clovers system [SZ89], in the proposal presented in [WJ89], in Multiple View in the Smalltalk context [GSR96], in the ORM model [SN88], and in Aspects [RS91]. In these approaches, however, the roles do not possess their own classes and they do not support inheritance among roles. There is also no possibility to move a role from an object to another one (what could be essential for some applications, e.g. a project manager role can be moved to another person). The proposals do not define operators, which support the programmer to switch dynamically from one object role to another one.

The proposals can be essentially distinguished depending on their attitude to strong static typing and depending on whether introduced classes have first-class or second-class citizenship. In [Sciore89] classes are first-class citizens (so-called prototypes). ORM [SN88] is a similar proposal, but classes have the second-class citizenship. On one hand, for performance reasons, in commercial programming languages it is usually assumed that classes have the second-class citizenship, which enables static binding of program entities. On the other hand, the first-class citizenship of classes supports flexibility and robustness. For this reason in database systems many program entities have the first-class citizenship, in particular, database procedures, views and triggers. Some systems, e.g. Oracle-8, assume also classes and methods to be first-class citizens stored on the side of a database server rather than on the side of a client application.

An essential aspect of roles concerns a method lookup strategy after receiving a message by an object. In Fibonacci, DOOR [WCL96a, WCL96b] and ADOME [LL98] two strategies are assumed. The first one, called upward lookup, consists in lookup within a direct role class and then within its ancestors. The second one, called double lookup, consists in lookup within the direct role class, then within classes of sub-roles, and finally within its ancestors. The rationale for different strategies is however not clear, since the given examples do not show explicitly the essence of the problem (considering that - eventually - everything is in the hands of designers and programmers of applications). It seems that the research presented in the papers [LCW97, LL94, LL98, LW99, WL94, WL95, WCL96a, WCL96b, WCL97, Wong99] is currently most advanced. 

Some papers (e.g. [WJ89]) pay attention to the fact that in case of dynamic roles a unique object identifier becomes problematic. Indeed, for consistent referential semantics (e.g. for implementing relationships among object and roles) each object role should possess its own unique identifier. This means some distinction between object identity and object identifier: having the unique identity an object can have many identifiers. This is an essential semantic novelty.

Multiple interfaces, which are a feature of Java and Microsoft’s COM/DCOM, have some associations with dynamic object roles. Indeed, the programmer is able to define interfaces in such a way that a single interface represents a single object role. However, multiple interfaces do not support all dynamic roles’ features, in particular, do not deal with the inherent dynamic roles’ property to be inserted to (and removed from) an object at run time.

3 Object Store Model with Dynamic Roles

In our approach we assume that an object can contain many sub-objects called roles. These subobjects can be inserted and removed at run time, as in [RS91, ABGO93]. Roles cannot exist without their parent objects. Deletion of an object causes deletion of all its roles. Roles can posses different types and can exist simultaneously and independently. A role can possess its own attributes and behavior (i.e. methods, rules, events, etc.). Two roles stored within the same object may have attributes or methods with the same name. Identical names in two or more roles of different types do not imply any semantic dependency between corresponding properties. For example, a person can play simultaneously the role of an employee of a research institute with the attribute Salary, and the role of an employee of a service company with the attribute Salary too. These two attributes exist at the same time, but except for the name no other feature is shared, including types, semantics and business ontologies. A role dynamically “imports” attributes (values) and behavior from its super-roles, in particular, from its parent object. 

In Fig.2 we present an example showing basic features of the store model with dynamic roles. The following features are presented:
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An object (shown as a grey rectangle with round corners) has one main role (Person) and any number of specializing roles (Employee and Student).

· Each role has its own name, which can be used to bind the role from a program or a query. The presented objects can be bound through name Person (each), through name Employee (2-nd and 3-rd) and through name Student (3-rd and 4-th). Each binding returns the identifier of a proper role (or the identifiers of proper roles in case of multi-valued bindings).
· Each role is encapsulated, i.e. its properties are not seen from other roles unless it is explicitly stated by a special link (shown as a double-line with the black diamond end). In particular, a role Employee imports all properties of its parent role Person. For example, if the second object is bound by name Person, then the properties {Name Brown, BirthYear 1975} are available; however if the same object is bound by name Employee, then the properties {Salary 2500, Job analyst, Name Brown, BirthYear 1975} are available. 
· Each role is connected to its own class. The connection is shown as a grey thick continuous arrow. Classes contain invariant properties of corresponding roles, in particular, names (first section), attributes and their types (second section; attribute types are not shown) and methods (third section). 
3.1 Links among objects and roles

Links can join not only objects with objects, but also objects with roles and roles with roles XE "rola" . For example, a link works_in joins an object Company with a role Employee, Fig.2. A similar link studies_at joins a role Student with an object School. If such a link leads to Employee, it indirectly leads to Person, because the role Employee imports the properties of its parent object Person. However, after accessing the object via such a link, the properties of the role Student remain invisible. As follows, a role identifier must be different from the identifier of the corresponding object. Fig. 2 shows also a link is_a_customer_of between objects Person and Company. Accessing the object Person through this link implies that any role of the object Person remains invisible. 

The possibility to create links between roles is a  XE "rola" new quality for analysis and design methodologies and notations (such as  XE "OMT" UML). Links must lead to parts of objects, not to entire objects. To model this situation the methodologies suggest using aggregation/composition. Such an approach implicitly assumes that e.g. an Employee is a part of a Person on the similar principle as an Engine is a part of a Car. Although the approach achieves the goal (e.g. we can connect the relationship  works_in directly to the Employee sub-object of Person), it obviously misuses the concept of aggregation, which normally is provided for modeling the „whole-part” situations. Design patterns [KO96, BRSW00, Fowler98, GHJV95, RG98], which are proposed to deal with dynamic roles, offer a limited solution. Design patterns map the conceptual structures with roles onto structures without roles, but the resulting data structures must be processed by classical programming constructs, which usually need not (and are not) structured in a way reflecting the initial design concept. Thus this initial idea of the designer is lost. Moreover, the reverse mapping, from the code into conceptual structures with roles, is problematic in majority of cases. In our opinion, the only radical cure for these drawbacks are dynamic roles explicitly introduced within design methodologies and within implementation environments. 
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Dynamic Roles vs. Classical Object-Oriented Models

Below we list several points, which make the concept of dynamic roles different in comparison to the classical object-oriented models.

· Multiple inheritance: Because roles are encapsulated there is no name conflict even if the super classes would have different properties with the same name; see the third object in Fig.2. Notice that there is no class EmployeeStudentClass, which inherits both from EmployeeClass and StudentClass classes.

· Repeating inheritance: It is normal that an object has two or more roles with the same name; for instance, Brown can be an employee in two companies, with different Salary and Job. Such a feature cannot be expressed by the traditional inheritance or multi-inheritance concepts.

· Multiple-aspect inheritance: A class can be specialized according to many aspects. For example, a vehicle can be specialized: (1) according to environment (ground, water, air) and (2) according to a drive (horse, motor, jet, etc.). Modeling tools, such as UML, cover this feature, but it is rather neglected in object-oriented programming and database models. One-aspect inheritance makes problems with conceptual modeling and as a rule leads to multiple inheritance. Roles are a viable concept to avoid problems with this feature.    

· Variants (unions): This feature, introduced e.g. in C++, CORBA and ODMG object models, leads to a lot of semantic and implementation problems. Some professionals argue that it is unnecessary, as it could be substituted by specialized classes. However, if a given class can possess many properties with variants, then modeling this situation by specialized classes leads to the combinatorial explosion of classes (e.g. for 5 properties with binary variants - 32 specialized classes). Dynamic object roles naturally avoid this problem. Each branch of a variant can be considered a role of an object. Thus in an object model with dynamic roles the concept of variants (unions) becomes indeed unnecessary.

· Object migration: Roles may appear and disappear at run time without changing identifiers of other roles. In terms of classical object models it means that an object can change its classes without changing its identity. This feature can hardly be available in classical object models, especially in models where binding objects is static.

· Referential consistency: In the presented model relationships are connected to roles, not to the entire objects; thus, e.g. it is impossible to refer to Salary and Job of Smith when one navigates to its object from the object School. In classical object-oriented models this consistency is enforced by strong typing, but is problematic in untyped or weakly typed systems.

· Overriding: Properties of super-roles can be overridden by identically named properties of sub-roles. We will show that the possibilities of overriding are extended in comparison to the classical object models. The precise overriding rules will be explained in Section 5.

· Binding: An object can be bound by the name of any of its roles, but the binding returns the identifier of a role rather than the identifier of the object. By definition, the binding is dynamic, because in a general case during compilation it is impossible to decide that a particular object has a role with a given name.

· Typing: A role must be associated with a name, because this is the only feature allowing the programmer to distinguish a role from another one. Hence, the name of a role must be determined by its type (unlike classical programming languages, where a type usually does not determine the name of a corresponding object/variable). Because an object is seen through the names of its roles, it has as many types as it has different names for roles. Because the dynamic nature of roles, typing (partly) must also be dynamic.

· Subtyping: It can be defined as usual; for instance, the Employee type is defined with the use of the Person type. However, it makes little sense to introduce the StudentEmployee type (see the third object in Fig.2). Due to encapsulated roles there is no possibility to mix up properties of a Student object and properties of an Employee object within a single structure. 

· Substitutability: It becomes problematic. On the one hand, subtyping seems to be defined as in the traditional model. On the other hand, since object names of roles are determined by types, it makes little sense to say, e.g. that the Employee type can be used in all places, where the Person type can be used. The Person type implies that an expected object has the name Person, not Employee.

· Dynamic inheritance: The EmployeeClass do not inherits statically from the PersonClass. Instead, an Employee role inherits dynamically all the properties of its Person super-role, thus indirectly inherits properties of the PersonClass. Thus in Fig.2 we have shown the inheritance between EmployeeClass and PersonClass as a dashed arrow, because we consider it a comment rather than a structural property. 

· Aspects of objects and heterogeneous collections. Dynamic roles have the natural ability to model aspects of heterogeneous collections of objects. For instance, one would like to record within objects of different classes information on all recent updates of the objects. In the classical object-oriented model this would require to introduce a superclass over such classes, with all the necessary attributes and methods. In the object model with roles it is sufficient to introduce to each such object a role with the same name, to store the necessary information on updates. Such roles can be queried as a single collection (see Section 5). Hence roles make it possible to configure heterogeneous objects into different collections.

· Aspect-Oriented Programming and separation of concerns. AOP [KLMM+97] makes it possible to encapsulate cross-cutting concerns within some modules, for example, such concerns as: history of changes, security and privacy rules, visualization, etc. As follows from the previous feature, dynamic object roles have some conceptual similarities with AOP or can be considered as a one of the technical facilities supporting AOP.

3.3 Dynamic Roles - a Formal Model of an Object Store

In the following we present formal models of an object-oriented data store without and with roles and then compare them. For simplicity and for making the semantics clean we assume object relativism (i.e. each property of an object is an object too) and consider all properties of the store (including classes) first-class citizens. The store models a program/database state thus does not involve types, which we consider a checking utility rather than a “materialized” property of the state.
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Formally an object is a triple <i, n, v>, where i is a unique internal object identifier, n is an external object name, and v is an object value. The value can be atomic (e.g. “Doe”), can be a reference to another object, or can be a set of objects. Classes and methods are objects too. The classical object store model (i.e. being some formal approximation of object models of popular object-oriented systems) is presented as a 5-tuple <O, C, R, CC, OC>, where:

· O is a collection of (nested) objects, 

· C is a collection of classes,

· R is a collection of root identifiers (of objects being entries of the store), 

· CC is a binary relation determining inheritance relationship, 

· OC is a binary relation determining membership of objects within classes.

In Fig.3 we present a simple example of an object store built according to the given definition.

Although the model seems to be natural and formally simple there are several features, which make it inconvenient, especially for defining a query language. The model results in anomalies with multiple, multiple-aspect and repeating inheritance. In case of name conflicts it inevitably violates substitutability. Moreover, the model implies some problems with binding. For instance, assume that a query contains a name Person, which has to be bound to the stored objects. According to the substitutability, it should be bound not only to i1, but also to i4 and i9. However, these objects have the names Employee and StudentEmployee, hence the binding is not straightforward. The binding rules must take the information that PersonClass defines member objects named Person, the PersonClass is specialized by EmployeeClass, StudentClass and StudentEmployeeClass, and objects of these classes, independently of their current name, should be bound to the name Person. This information is not present in the given store model and must be introduced by some additional features. For instance, in the ODMG standard it is implicitly assumed that the name of a class interface implicitly becomes the name of the corresponding objects. Still, this issue in the standard is very unclear and defined inconsistently [PlKr00]. The issue becomes even more problematic in case of weakly typed systems and/or dynamic bindings. A similar problem concerns the semantics of references (in general, properties specific for a given subclass). For instance, if one accesses the objects Employee through the name Person, then references works_in should not be accessible. Again, this may be a problem in case of weakly typed systems.

To remove these disadvantages we propose another store model, with explicitly defined roles. It is defined as a 6-tuple <O, C, R, CC, OC, OO>, where:

· O, C, R, CC, OC  are defined as before, but O is a set of roles rather than a set of objects;

· OO is a binary relation determining inheritance relationship between roles.

In our terminology we must now distinguish objects and roles. Objects may consist of many roles, and a role belongs to a single object. An object has exactly one main role. The name of this main role should reflect semantics of the entire object. Deleting this role implies deleting the entire object. Any role can inherit dynamically from another role within the same object; inheritance among roles in different objects is forbidden. The inheritance is based on the same rule as inheritance of class properties. This kind of inheritance is known from prototype-based languages, for instance Self. A role, which inherits, is sometimes called a sub-role; an inherited role is sometimes called a super-role. The relation OO defines two functional aspects. On the one hand, the relation determines which roles are inherited by other roles. On the other hand, the relation OO fixes the semantics of manipulating objects with roles. In particularly, copying an object implies “isomorphic” copying of all of its roles, and deleting an object implies deleting all of its roles. Deleting a role implies recursive deleting all of its sub-roles, but of course, not its super-role. The relation OO is a pure hierarchy (each role has at most one super-role; no cycles). On pictures in the paper OO is shown as double-line with the black diamond end.In Fig.4 we present an example of the object store from Fig.3, built according to the new definition. In Fig.5 we present the same object store graphically. The component CC - the relation determining inheritance between classes - is empty in this case. Each role directly inherits from its class. A role inherits the properties of its super-roles, hence indirectly inherits the properties of the classes that these super-roles belong to. 

The model does not imply problems with multiple inheritance. Because each role is an independent encapsulated object, no name conflict is possible. The model also clearly shows the reason for multiple inheritance anomalies in classical object models: they are caused by the fact that properties of different classes (perhaps incompatible) are not encapsulated, but mixed up in a single environment.

The model does not imply the mentioned above problems with bindings either. Note that the identifier of each role belongs to root identifiers R, which present starting points for binding objects. Hence name Person is bound to i1, i4, i7. The binding concerns exactly the Person roles; other roles are invisible. Similarly, name Employee is bound to i13 and i16, but after this binding the corresponding roles Person (i4 for i13 and i7 for i16) become visible, according to the OO relation. Thus, for instance, Employee.Name and Employee.Age are correct expressions. Similarly when name Student is bound.

The model is also consistent concerning references. For example, when name Person is bound then references works_in are unavailable, because the roles Employee are invisible. This property holds independently on whether the system is strongly typed or untyped.

4 Specification of Dynamic Roles in Database Schemata

A standard for object-oriented databases has been proposed by ODMG [ODMG97, ODMG00]. It is a very important contribution to the field, but (as in any pioneering development) not yet sufficiently consistent, precise and complete (see e.g. [Alag97, Subi97]). We consider it a good starting point for further research. In this paper we adopt the syntax of ODMG ODL (based on IDL CORBA [OMG95]), however, we will be more precise concerning defined concepts and semantics.

4.1 Concepts for building database schemata

With respect to database schemata object-oriented models and corresponding object definition languages deal with the following concepts: classes, types, interfaces, abstract data types, and declarations of stored structures. However, there is a high degree of confusion what these concepts actually mean. Below we briefly present our view on these concepts, which could be the basis for developing concrete syntax and semantics of a data definition language for the object model with roles.

· Classes: They are implementation units storing invariant properties of their members (objects). The invariant properties are usually reduced to names and types of member’s attributes and methods, which can be executed on the member. Other kinds of invariant properties include: a name assigned to a class member, specification of events/exceptions, implementation of reactions to events/exceptions, implementation of integrity constraints concerning the member, specification of exported properties of objects (public properties), specification of imported properties (active and passive side effects), etc. Classes, in contrast to types and interfaces, contain the entire implementation of objects hence can be subjects of marketing activities (ownership, copyrights, selling/buying, etc.).

· Types: They are constraints on the structure of objects and specification of input/output properties of procedures, functions and methods. The constraints restrict the context of use of corresponding entities within queries, expressions or programs. Another function of types is determining computer representation of values. A type should not be confused with a class. Types do not determine implementation hence they have no market value. A type could be an invariant of a class (can constraint member objects of the class), but in general untyped or weakly typed classes are also possible. An important role of type names is conceptual modeling: the name of a type frequently bears informal data semantics.

· Interfaces: In general, interfaces allow the programmer to treat classess/objects as black boxes, thus should bear all the information, which is necessary to deal with objects, in particular: 

· Names of objects to identify them in queries or programs; 

· Exported properties (names and types of public attributes and methods); 

· Constraints on objects, on parameters of methods, on output of methods, etc.; 

· Events/exceptions that can be raised during execution of methods; 

· Events/exceptions that can be captured by objects (which trigger some actions on objects); 

· External properties which can be interrogated by methods (specification of imported elements of program, database or computer environment); 

· External properties, which can be changed by methods (side effects of methods). 

Interfaces defined in well-known languages and standards (CORBA, COM/DCOM, ODMG and Java) have only some of these functions. Interfaces should not be confused with types, although typing information is the main component of interfaces. If a particular system defines the class concept, then multiple interfaces to a single object are possible (COM/DCOM, Java). Otherwise, if the class concept is undefined, then the model does not contain information if two interfaces concern the same or different objects (CORBA). In the case of a model with roles, each role of an object presents its particular interfaces; an object has as many interfaces as role names. Additionally, we can assume there in no other interfaces: each defined interface determines a role of an object.

· Abstract data types: There is no agreement what this concept actually means. In popular explanation it encapsulates a data structure by hiding its interior, which is accessible through defined operations only. In various sources the concept varies between ordinary types, interfaces and classes. We consider this concept as a synonym of an interface to class members; hence in our terminology we will not use this term.

· Declarations of stored data structures: This is the major goal of a database schema. In programming languages the declarations of stored data structures (e.g. variables) are usually separated from the declarations of types, classes or interfaces. One can declare many variables of the same type. Unlike, in SQL the declaration of a table (i.e. the SQL “create table” statement) is joined with declaration of its type; there is no possibility to declare the type of a table and then to declare any number of tables of this type. This philosophy is adopted by the ODMG standard, which assumes declarations of extents associated with declarations of interfaces. Just contrary, SQL3 and SQL1999 have resigned from the previous SQL property, taking the approach in which declarations of types and declarations of corresponding data structures can exist independently.

· Modules: Traditionally (for instance, in Modula-2) a module is an encapsulated trading unit (to be exchanged, replaced, bought, sold, etc.) and a unit of compilation. In a bit different sense modules are encapsulated containers storing objects, classes, procedures, types, etc. Modules should possess a strongly defined interface, which (in Modula-2) contain export and import lists. If one would assume dynamic linking and the possibility to insert dynamically into modules new properties, then the trading function of modules is the only essential ones. In this sense modules are regular objects, only with an additional flag that they are consistent encapsulated trading units. This flag has no influence on the general semantic properties of such an object. For this reason in the following we do not use this concept.

The popular object models usually avoid an extensive number of concepts by sticking several their roles in one concept. In particular, CORBA does not introduce classes and declarations of stored data structures. In ODMG declarations of stored data structures are determined within ODMG classes
 as “extent” clauses. Both CORBA and ODMG make no difference between types and interfaces. In some proposals classes are treated as synonyms of types. In C++ classes have explicit qualification of privacy of attributes and methods, thus the C++ class concept has some function of an interface. Similarly in Eiffel, whose classes explicitly introduce export lists.

4.2 Naming Issues

Some problem with the above notions concerns naming conventions. In programming languages and in IDL CORBA it is usually assumed that classes, types or interfaces do not determine names of the corresponding objects. They are chosen by the programmer and have the second-class citizenship. In SQL-based systems names of relations, names of attributes, names of views, etc. are determined in a database schema and have the first-class citizenship. ODMG assumes that the name of an interface becomes the name of the corresponding objects; this implicitly follows from some examples. The standard explicitly introduces the name of an extent (understood as a regular collection) within an interface. Unfortunately, this is inconsistent [PlKr00], especially in the context of inheritance among interfaces and the possibility to define collections having objects of different types. In general, naming of the mentioned above entities and binding of names occurring in queries/programs are not treated in existing proposals with attention. In particular, it is necessary to distinguish the name of a class from the name of its member objects, the name of a type from the name of an object of this type, and so on. The issue is important, in particular, for metadata management (discussed in the following). The distinction can be accomplished by some naming rule (e.g. Class as a suffix, for instance EmployeeClass) or by special statements or operators dealing with particular kinds of entities (e.g. delete class Employee vs. delete object Employee).

4.3 A Sample Construction of  an Object Schema with Dynamic Roles

We assume the basic syntax of IDL CORBA and ODMG ODL. Other features of our definitions are different. We will follow the top-down approach of the object-orientedness in which classes are reusable units, which can be further specialized by subclasses. This is sometimes called the open-closed principle: classes are open for specializations or extensions, and closed for modifications. In terms of dynamic roles, a class after development can be closed for modifications, but it can be further extended by new, ad hoc defined dynamic roles. In the classical object-oriented terminology roles correspond to subclasses of a given class. 

A class is an implementation unit registered in the object store (on a server) by a system or a database administrator. Each class has a unique name (AbstractPersonClass, PersonClass, StudentClass, EmployeeClass and PersonCollectionClass). The registration of a class means the following actions:

· The full code of a class is introduced as a single object to the object store. Methods and other properties of the class are introduced as subobjects of this object;

· Meta-information concerning the class (class name, class location, ownership, comments, date of input, last modification, status, etc.) is introduced to the corresponding structure of the catalog;

· The entire interface to a class is introduced to the catalogs. Name of the interface is identical to the name of a class. The interface specifies all public properties of the class. The interface is used in the following to build specialized interfaces (views) to the class properties. The interface can be introduced manually by a person registering the class, or automatically, by a special registration utility. In the second case the utility can use special keywords and language constructs in the class code, such as keyword “public”, signatures of methods, and others. 

Interfaces are defined and identified independently of classes, but they refer to the names of registered classes (or more precisely, to the names of their entire interfaces). The approach makes it possible to define several interfaces to a single class. Classes store invariant (imported) properties of their member objects. Any properties relevant to collections of objects being members of a class (class methods and class attributes in the C++ terminology) have to be stored in a separate class (so called a “power set of” class), whose members are collections of objects (e.g. PersonCollectionClass)
. Classes are specified by interfaces, which (as in IDL CORBA and ODL) present specification of public class properties. Interfaces contain all typing information (in particular, types of attributes and signatures of methods), but may contain also information irrelevant to types. Interfaces are the subject of inheritance relationships, which can be one of two kinds. “Static” inheritance concerns properties of a class (in Fig.6 - an arrow with a white triangle end). “Dynamic” inheritance concerns properties of a super-role (in Fig.6 - a double-line with a black diamond end). Usually the inheritance among interfaces corresponds to the inheritance among corresponding classes. However, this is not mandatory and may depend on implementation of classes and the conceptual view on corresponding interfaces.

The relationship between PersonCollectionInterface and PersonInterface (shown in Fig.6 as a dashed double-line arrow) determines the dependency between a “power set of” class and the class of its elements. “Power set of” classes do not constitute a special kind of classes - they follow ordinary rules but their members are collections of objects. All the lines, arrows and boxes in Fig.6 are visual comments - the same information is explicitly present inside interfaces. The syntax presented in Fig.6 is an ad hoc extension of the ODL syntax. The differences to the ODL semantics are the following:

· Each interface is named and is associated with a class name. These names do not determine the names of the corresponding objects.

· Some interfaces (e.g. PersonInterface, EmployeeInterface) define names of the corresponding objects. Interfaces need not to determine such a name (e.g. PersonCollectionClass).

· An interface to a role is associated with another (parent) interface. A role can be mandatory optional, and/or multiple. A mandatory role means that its super-role must possess it. Usually roles are optional. A multiple role may have many instances within an object. 

· We follow the convention in which objects consist of roles and posses one main role. Thus relationships, such as employs/works_in, connect roles rather than objects. 

· As in ODL (and unlike UML and the CORBA Relationships Service), relationships are binary and have no attributes. In our opinion, more powerful relationships lead to clumsy programming options. Relationships can be bidirectional (with the inverse option, as for works_in/employs) or directed (no the inverse option, as for manager). Independently of the inverse option, the system is responsible for keeping referential integrity of relationships thus no dangling references can appear. Unlike ODL, defining attributes with values being references to objects/roles, is not allowed.

· The interface PersonCollectionInterface has an attribute being a set of objects Person. The name for this attribute is undefined here, because the definition is present in the PersonInterface. An interface like the PersonCollectionInterface can define more such attributes, what makes it possible to define heterogeneous collections. Such a feature is postulated in the ODMG standard. 
4.4 Declarations of Data Structures 

The schema presented in Fig.6 maps interdependencies among interfaces, but it does not determine which objects are currently stored in the database. However, just defining stored objects is the main function of a database schema, as this information is necessary for the application programmer. In ODMG it is implicitly assumed that all interfaces, as shown in Fig.6, determine stored objects (this follows from some examples presented in the ODMG standard). Besides the user can use an explicit definition of a stored data structure (so-called extent) associated with an ODMG class. The CORBA standard has no clauses determining stored data structures, but it is implicitly assumed that each IDL interface can be used to access CORBA objects, which are created in a way dependent on particular object implementation. An interface (or type) definition is coupled with the definition of stored data structures in relational systems. This is materialized in the SQL “create table” statement. 

The emerging SQL 1999 standard abandons these solutions and assumes that a table type (i.e. an interface, in another terminology) can be defined independently from declarations/creations of stored tables. This is a comeback to the tradition of programming languages. Our view on this issue is the same: declarations of interfaces or types should be separated from declarations/ creations of data structures. Lack of such separation makes problems with the following cases:

· One would like to define an abstract interface (to inherit from it), which has no direct member objects;

· One would like to define an interface to an attribute, to a sub-attribute, etc. i.e. to an object which does not belong to the “root” objects;

· One would like to define an interface to a single object (which does not participate in a collection);

· One would like to define an interface to a module (an entity encapsulating classes, interfaces, types, objects, etc.) and - independently - interfaces to objects stored within the module. 

Thus, declarations of interfaces, as shown in Fig.6, are not declarations of stored data structures. Declarations of the structures present another meta-information, which have to be stored in the database catalog. In Fig.7 we have declared:

· A single object named President (accessed by the AbstractPersonInterface - no roles).

· Two objects named YoungPersons and OldPersons (being collections of objects Person accessed by the PersonInterface; objects Person can be specialized by roles).

· A set of objects Company, named Companies, without a corresponding power set of class thus without an interface to the collection. Thus it is implicitly assumed that such a collection is accessible through a generic interface, which need not be defined explicitly by the designer or programmer. Any declared structures can be served by a query language, which presents such a generic interface. 
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Fig.7. Declarations of data structures stored in the database

The presented idea concerns the conceptual view on objects, roles, their classes and types. In this paper we do not deal with physical implementations. Usually an entire object occupies a continuous part of the disk store. Unlike this solution, roles can be stored on separate storage parts, connected with their parent roles e.g. by pointers.

4.5 Metadata Management

The notions of classes, types, interfaces and declarations of stored structures are the subject of metadata management. All the metadata are stored in the metadata repository (database catalogs). The following situations are possible: 

· Non-updateable repository. Classes, types and interfaces originally exist as source texts. After introducing them to the repository they can be interrogated only; no updating is possible. Change a repository state is sometimes possible by deleting or inserting whole such entities. This situation is typical for programming languages, where such entities have the second-class citizenship. Another example is the CORBA Interface Repository. 

· Updateable repository. Classes, types and interfaces exist as updateable structures within the metabase. The system must support all the necessary operations which make it possible to input a new entity to the metabase, to modify it, to delete it and to print the textual form of the database schema or its parts. This situation is more typical for database management systems, which allow dynamic changing and interrogating the introduced entities. For example, a user can insert/drop a table, a view, a procedure, a trigger, etc. We also can imagine that it could be necessary to insert a new method to a class/interface, a new event, etc. The approach is assumed in the ODMG standard, which provides a metamodel having updating operations for the metadata repository. The topic is known as schema evolution.

In the following we skip discussion concerning which updating operations make sense on the metadata repository, considering it a separate topic. In general, we assume that updating of the metadata repository should be available through some generic and universal query/programming interface (as in SQL-based relational systems).

The metamodel and its repository have to fulfill several functions:

· Conceptual modeling, to understand interdependencies in the underlying data model and in the schema language;

· Physical storage of every information that is introduced in the model and in the database schema. The information is necessary for the database management system programmer to implement properly its generic capabilities. In this role, the metadata repository should be also prepared to store information on physical data properties, information necessary for optimizations, privacy and security information, and so on;

· Enabling the database application administrator to change the schema, for example, to insert a new class or a new method. More advanced changes are qualified as schema evolution;

· Enabling the database application programmer to retrieve every information that could be necessary to generic programming through reflection (as, for instance, in dynamic SQL or in CORBA IR).

These functions of the metamodel and its repository are to some extent contradictory. In particular, the first function requires presenting detailed concepts in a form of a complex diagram, while the last function requires that the metadata repository should be as simple as possible (to avoid metadata management nightmare during preparing application programs). 

In Fig.8 we present a conceptual structure of the metadata repository, which follows the first of the mentioned above functions. In practical implementation, other functions of the repository can be supported by “flattenting” this model, i.e. storing structural information as values of attributes rather than as specialized classes, inheritance links and relationship links. Below we present some comments to the presented diagram.

· Class MetaObject is a superclass of the classes Interface and Property. It stores (optionally) the name of an object instance, as presented in Fig.6.

· Instances of the class Class Spec determine all public properties defined in the class. When a new class is registered, all its public properties are determined within a corresponding instance of the Class Spec. The class itself is stored as a regular instance of the Stored Object class (possibly distinguished; this is not shown in the diagram). Instances of the class Class Spec can be used to define any number of interfaces (relationship is_implemented_by).

· Role interfaces are regular interfaces, but for a role interface the attribute InstanceName is obligatory. The relationship  is_role_of connects a role interface to its super-role interfaces. 

· In Fig.6 we have assumed that the definition of a role interface contains the clause determining its super-role interface. Such a solution is more close to the classical object-oriented models, where each specialized class contains the reference(s) to its parent class(es). In contrast, in Fig.8 we have assumed that the relationship is_role_of has the many-to-many cardinality and the attributes IsOptional and IsMultiple are assigned to this relationship. The basic motivation for this extension is support for aspect-oriented programming, where role interfaces may represent cross-cutting aspects of objects (such as history of changes, ownership, security, privacy, visualization, synchronization, transaction processing, etc.). An aspect can be implemented as a class, which is represented by its interface. Such an interface can be then assigned as a role to many other interfaces. Of course, on the level of the object store each role has still at most one super-role. The feature requires special syntax (not determined yet) in our data definition language.  

· An Interface has properties (Property class) which could be static (Static Property) or behavioral (Method). Static properties are subdivided into attributes and relationships.

· Static properties can be qualified as multiple and/or optional. In this way we model collections (in the ODMG terminology). Possibly, another qualifier IsOrdered can be introduced to model ordered collections. We avoid specialized parameterized interfaces to collections, as in the ODMG standard (see the critique presented in [Alag97]). Instead, we assume that a query language will contain several built-in operators to process collections in addition to the classical for each ... do... operator; for example union, intersection, insertion, deletion, etc. These built-in operators can be used to implement specialized interfaces for particular collections. In general, in this model we do not introduce templates or other parameterized definitions.

· Attributes, parameters and output of methods have associated their types. A type can be primitive (integer, string, etc.) or structural. Structural types are particular cases of interfaces. In consequence, if one has to declare the structural type (struct, in the C++ terminology), he/she has to define an identical interface. In this way we avoid a (rather subtle) difference between interfaces and structural types. 

· Fig.8 presents also the organization of the object store. Usually, this part is not considered a component of the metadata repository, but for connections of this part to the rest of the repository we present everything on a single diagram. An instance of the class Stored Object can store any entity that is a database unit; in particular, objects, attributes, instances of relationships (pointer links), methods (including database views, procedures, rules, and reaction to events), classes and modules. More detailed classification and interdependencies between these entities are not shown on this diagram. 

· The property of being root object is assigned directly to objects rather than to interfaces. Root objects are starting points for querying the database.

· The persistence property is assigned to objects rather than to interfaces or classes. This is the consequence of the principle of orthogonal persistence. In consequence, transient objects can be explicit components of persistent objects, which supports some programming techniques (e.g. makes it possible to store temporarily various flags inside objects, to enable concurrent processing).

· Stored objects can be primitive or complex. Complex objects are determined by the consists_of relationship. Complex objects include collections, which are modeled as many objects having the same name (as illustrated in Fig.4 and Fig.5). 

· Roles are a special case of complex objects. The relationship has_superrole is used to determine the inheritance hierarchy of roles.  

· Several features of the data model and the schema language are not presented at this diagram. In particular, we do not present subdivision of object/class properties into public and private. Many other features, such as threads, triggers, rules, transactions, etc., are outside the scope of this paper.

5 Query Language for the Object Model with Dynamic Roles

In this paper we follow the stack-based approach (SBA) to query languages, see [SBMS94, SKL95, PlKr00] and many other papers. In our opinion, SBA is probably the only adequate theoretical paradigm for a query language defined for the object model with dynamic roles. SBA can be summarized as follows:

· It considers query languages a special kind of programming languages. Thus it follows the classical programming languages’ semantics rather than database theoretical concepts such as the relational algebras, calculi or first-order logic. SBA is also a much more powerful alternative to novel theoretical concepts devoted to object-oriented databases, such as object algebras, object (domain) calculi, comprehensions, monoid calculus, F-logic, and others.

· Each run-time database or program entity (object, method, procedure, view, etc.) has an internal (illegible) identifier and an external name, which can be used in queries/programs.

· Each name occurring is a query/program is bound to a run-time entity (entities) according to the current scope for this name. Scoping and binding rules follow the same discipline for each name: no difference for names of objects, attributes, methods, etc., as well as auxiliary names defined in a query. The binding returns some information about the run-time state (in majority of cases, internal identifiers of objects).

· Scopes for names are organized in the environment stack, which is a generalized version of classical environment stacks implemented in majority of programming languages. The stack accomplishes binding names according to the classical “search-from-the-top” rule. 

· Query operators are subdivided into algebraic, which do not deal with the environment stack, and non-algebraic, which (temporarily) change the environment stack. Typical algebraic operators are:  =, +, <, union, etc. Typical non-algebraic operators are the following: where (selection), dot (projection or navigation), dependent join (known from ODMG OQL), quantifiers, etc.

· Queries are building blocks for database/program constructs and abstractions, such as views, procedures, methods, imperative statements (creating, updating, deleting) and control statements. 

The stack-based approach is implemented in the prototype system Loqis [Subi91]. In [Plod00] it is shown that the approach is also adequate for implementing query optimization methods, much more general and powerful than similar methods developed for relational query languages. The methods can be easily extended for an object model with dynamic roles. Currently we are developing a prototype object-oriented DBMS dealing with roles (among several other new features). In this section we present basic ideas related to the semantics of such a query language.  

5.1 The Environment Stack

The environment stack (ES) is responsible for scope control and binding names. In programming languages it is managed according to procedure calls and program blocks. A new section of volatile objects (so-called activation record) is pushed onto the stack when a procedure/block is started, and the section is popped when the procedure/block is terminated. The activation record for a procedure invocation contains volatile variables (objects) that are declared within this procedure, actual procedure’s parameters, a procedure return address, and other data. Binding follows the “search from the top” rule. The last added section is the first visited during the binding, and objects from some sections remain invisible for the binding (for so-called static scoping). 

The stack-based semantics of object query languages is explained in [SBMS94, SKL95, PlKr00] and other sources. The idea is that some query operators (called non-algebraic) act on the stack in a similar way as invocations of program blocks. For instance, in the query

Employee where Salary < 2000 and Age > 40

the part 

Salary < 2000 and Age > 40

is a block evaluated in a new environment, which is determined by the currently tested Employee object. Thus, for the evaluation of this subquery, ES is augmented by a new section containing references to all internal properties of the object. After the evaluation this section is popped. 

The stack consists of sections, which are sets of binders. Binder is a concept that allows us to explain and formally describe various naming issues that occur in object models and query/programming languages. Formally, a binder is a pair (n, x), where n is an external name, and x is some entity, in particular, a reference to an object. Such a pair will be written as n(x).  Binders serve binding names occurring in queries. If binder n(x) is present on ES and we want to bind the name n, then the result of the binding is x. The binding follows the “search from the top” rule: when n is bound, we are looking for a binder n(x) that is closest to the stack top. To cover bulk data structures of the store model we assume that the binding is multi-valued: if the relevant section contains more binders whose names are n: n(x1), n(x2), n(x3),..., then all of them form the result of binding. In such a case binding n returns the collection {x1, x2, x3,...}. 

Fig.9. An example state of the environment stack for the classical object store model

In Fig.9 we present the state of ES during binding name n occurring within a query

Employee where  ... n ...  

for the classical object store model, as presented in Fig.3. Notice that together with the internal environment of the currently processed object (top of the stack) below there are environments of its class (binders to EmployeeClass properties) and superclass (binders to PersonClass properties). Thus, for instance, for the query   Employee where  Age > 40   the binding of Age will be accomplished at the 3-rd section from the top, since this section contains the binder  Age( i41 ). The detailed description of the stack organization and its behavior for particular query operators can be found in other sources. Thorough understanding may require deeper knowledge on programming languages’ semantics and compiler construction.

In Fig.10 we present an example state of the stack for the same query    Employee where ... n ... during binding name n for the store model presented in Fig.4 and Fig.5. As we can see, the difference concerns only the new section of the Person super-role (third from the top) of the currently processed Employee role which is inserted into the stack. Previously (in Fig.9) binders to such properties were present at the top of the stack, among binders induced by the processed Employee object.

An obvious difference concerns the database section (in Fig.9 and Fig.10 second from the bottom). Previously it has contained binders to root objects, e.g. Person(i1), Employee(i4), StudentEmployee(i9),  ... for Fig.3. Now this section contains binders to all root roles, e.g. for Fig.4, Person(i1), Person(i4), Person(i7), Employee(i13), Employee(i16), Student(i19), ... .

5.2 Opening a New Scope on the Environment Stack

The rules for opening a new section on ES by a non-algebraic operator for the object model with roles are the natural modification of the rules for the object model introduced in [SKL95, PlKr00]. Consider query q1 ( q2 where ( is a non-algebraic operator, q1 and q2 are sub-queries.

The object model without roles: Let q1 return the identifier of some object O. Let object O be a member of C1O class, which inherits from C2O, which inherits from C3O, etc. Let O, C1O, C2O, C3O, ... have identifiers iO, iC1O, iC2O, iC3O, ..., correspondingly. Then ( pushes on the top of ES the corresponding sections in the order shown in Fig.11.
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Fig.11. Sections pushed onto ES by a non-algebraic operator in the classical object store model

where nested is a function returning binders to internal properties of the object, whose identifier is the argument of the function. The situation is illustrated in Fig.9, where three top ES sections are just opened by the non-algebraic operator where.

The object model with roles: Let q1 return the identifier of a role R1. Let R1 inherits dynamically from R2, which inherits dynamically from R3, etc. Let Ri (i = 1,2, ...) be a member of C1Ri class, which inherits from C2Ri, which inherits from C3Ri, etc. The corresponding identifiers are: iR1, iR2, iR3, ..., iC1R1, iC2R1, iC3R1, ..., iC1R2,  etc. Then ( pushes on the top of ES the corresponding sections in the order shown in Fig.12.
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Fig.12. Sections pushed onto ES by a non-algebraic operator in the object model with roles

The situation is illustrated in Fig.10, where four top ES sections are just opened by the non-algebraic operator where. All opened sections are removed after processing the role R1. Other rules concerning opening/closing ES sections by a non-algebraic operator remain unchanged.

Fig.11 and Fig.12 do not present situations on ES induced by encapsulation, which subdivides properties into public and private. However, the rule for the object model with roles remains the same as for the classical object store model. It is roughly the following: private properties of an object of a given class are available only to methods that are stored within this class. This rule can be easily implemented as a part of the environment stack mechanism. 

5.3 Binding XE "wiązanie" 
Binding rules for the store model with roles remain exactly the same as for the classical object store model. All role names are bound in the database section of the stack (in Fig.9 and Fig.10 - second from the bottom). If the model with roles is used for programming of applications
, then role names would also bound in the section of a current user session stack (in Fig.9 and Fig.10 - third from the bottom) and in sections containing local environments of procedures and methods. The rules for auxiliary naming (operator as known from OQL) are the same as for the classical object store model. 

In Fig.13 we present example states of the environment stack during evaluation of a simple query in SBQL (the query language implemented in Loqis) for the object store presented in Fig.5. Sections, which are inessential for this example, are not shown. The first ES state contains only the database section, where the name Employee is bound (returning {i13, i16}). The second state presents the case when the operator “where” processes i16. The name Salary is bound at the top (returning i17) and the name Age is bound in the PersonClass section, 4th from the top (returning i41). The next state presents the case when the method Age is executed: the method pushes at the top of ES its local environment. During execution of the method the section of the Employee role (2nd from the top) and the section of EmployeeClass (3rd from the top) are invisible due to static scoping. The final state, after executing the query, is the same as the beginning state.

5.4 Polymorphism and Overriding

The discussed above stack-based semantics supports polymorphism due to the fact that each role and its class are encapsulated. Thus the designer can chose the same name for different methods stored within different classes. Overriding is naturally supported by the scoping rules, as presented in Fig.9. In particular, it is possible to override a method defined for a role by a method defined for its sub-role. The possibilities of overriding are extended. It is also possible to override an attribute defined for a role by a method defined for its sub-role, and vice versa. Such a feature can be useful e.g. when in a specialized role one wants to substitute an attribute by a virtual attribute.    

5.5 Casting Operators

For some kinds of queries it can be useful to make an explicit conversion between different roles of an object. Such a feature is necessary e.g. for the query “get all employees which are at the same time students”. Thus it is necessary to provide a cast operator which will convert the identifier of a role into the identifier of another role. In contrast to the typical cast operators (known e.g. from C++) our cast operators not only convert types, but they are regular run-time (algebraic) operators mapping collections of identifiers into another collection of identifiers. Syntactically, the operator will be written as:

(name) query 

where name is a role name, and query is a query returning identifiers of roles. Semantics of this operator is the following: it takes an identifier of a role returned by the query, then returns an identifier of a role within the same object, named name. If the object has no role named name, then the result is empty (null). By the operator we can express the following queries, for example:

Example: Select employees who are at the same time students. 

(Employee) Student

Evaluation of the query Student returns the collection of identifiers of the roles XE "rola"  Student in all objects. Then the operator (Employee) converts each of them into an identifier of the role XE "rola"  Employee or into null, if the given object has the Student role and has no Employee role. The result is a collection of identifiers of the role Employee; nulls are ignored.

Example: Assume students have the attribute Scholarship. For each Person return Name and incomings being Salary for employees, Scholarship for students or sum of Salary and Scholarship for working students. For a person, who is not an employee and not a student, the incoming is 0.

(Person as p) . ( p . Name, sum( 0,  ((Student) p) . Scholarship, ((Employee) p) . Salary ) )

In the above example sum is an aggregate function similar to the corresponding SQL function.

Similarly we can be introduced a boolean operator testing presence of a given role within an  object. Another operator may return names of the roles that are currently present within an object. Such operators increase the possibility of generic programming. 

5.6 Query Optimization

Because the model with dynamic roles is built on the standard stack-based approach, the general idea of static query optimization through static analysis, as presented in [Plod00, PlKr00, PlSu01a, PlSu01b, PlSu01c], remains the same. To cover the concept of roles the database schema graph needs a new kind of nodes to store definitions of roles and a new kind of edges for the is_role_of relationship between roles. 

Some modifications are needed for the query optimization techniques. Among others, the stack’s sizes calculated in the method of independent subqueries should concern the modified environment stack storing sections for roles (see Section 5.2). In addition, methods, which have not been considered so far, may prove usefulness in the new model. For example, casting operators discussed in the previous section may lead to a situation when an auxiliary name cannot be eliminated but the query can still be rewritten to a more efficient form. The following illustrates the general idea. Consider the query in SBQL (adopted for the object model with roles) “get persons born after 1950 along with their companies”:

((Person as p) ( ((Employee) p) . works_in . Company) where p.BirthYear > 1950

In this query the dependent join operator ( joins each object Person (named in this query p) with the Company that the person works_in iff the person has the Employee role, what is determined by the casting operator (Employee). The resulting pairs < p(iPerson), iCompany> (where iPerson, iCompany are references of Person and Company roles, correspondingly) are then filtered by the where operator, which leaves only those pairs, where the person is born after 1950. According to optimization rules presented in the cited above papers, the selection predicate can be pushed before the ( operator:

(((Person as p) where p.BirthYear > 1950) ( ((Employee) p) . works_in . Company)

but the auxiliary name p cannot be removed, because it is used after the join. Nevertheless, we can perform the selection before introducing p:

(((Person where BirthYear > 1950) as p) ( ((Employee) p) . works_in . Company)

Such a case could be especially common when the optimization concerns queries involving views, that is, when such a selection is applied to a view invocation, which is then macro-substituted. The example shows the possibility to apply the query rewriting methods, e.g. a method known as “pushing a selection before a join”, to queries addressing the object model with roles. Low-level optimization techniques, such as applying indices, are practically unchanged for this model. Thus, although optimization techniques for the model need further development, we do not expect that the model implies totally new query optimization problems. 

6 Summary and Conclusion

We have presented an object model with dynamic roles, which we consider an alternative to the classical database object models, such as the ODMG object model. Dynamic roles can support conceptual models of many applications and, in comparison to classical object models, do not lead to anomalies and limitations of multiple, repeating or multi-aspect inheritance. We have shown that the classical concepts of the object-orientedness, such as object identity, polymorphism and overriding can be smoothly incorporated into the model. An advantage of the model with dynamic roles is conceptual clarity concerning the level of object store and the mechanisms of data naming, scope control and binding names. The model leads to some new concepts for a schema definition language and metadata management; this issue requires further research. We have shown that for the object model with dynamic roles we can build a powerful query language using the stack-based approach, using the friendly SQL or OQL syntax. In our further research we provide embedding such a query language into imperative programming constructs (creating objects and roles, deleting roles, inserting roles, updating, control statements such as “for each...do...”, procedures and methods, views, triggers, etc.). 

The model with dynamic roles and with a corresponding query/programming language is currently being implemented as a repository for intelligent content management systems for distributed Web applications, in particular, as an enhanced XML repository. 
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Fig.1. Roles played by a person





Fig.2. Objects with their roles and classes





Fig.3. An example state of an object store in the classical object store model








Fig.4. An example state of the object store in the object model with roles





Fig.5. Graphical representation of the object store from Fig.4








Fig.6. Interfaces to database objects with roles





Fig.8. A conceptual structure of the metadata repository (in UML)








Fig.10. An example state of the environment stack for the object store with roles








Fig.13. States of ES during processing a query


























� The term “role” has several specific meanings in software engineering and databases. We deal with “dynamic object roles”, which should not be confused e.g. with Object Role Modeling (ORM) developed by Terry Halpin and other authors. 


� At this stage we do not attempt to discuss further consequences of this novelty for classical issues that the strong typing community deals with, i.e. polymorphic typing, generic programming, covariance/contravariance dilemma, etc.


� The term  “class” is specifically understood by ODMG; it does not correspond to the definition presented above. 


� Some models introduce so-called “static” properties and methods within a class, which concern class extents rather than class objects. Such an approach allows one to avoid the “power set of” classes. But, on the other hand, it mixes different semantic and conceptual entities, introduces some disorder in the model, and can be the reason of misunderstanding.


� Using OQL syntax the query can be formulated as: select e from Employee as e where e.Salary <2000 and e.Age() > 40.  SBQL avoids the “select...from” sugar, because it makes queries less orthogonal and sometimes unnatural.


� In some future query/programming language
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